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Abstract - Deutsch

Hash-Funktionen sind in der Informatik weit verbreitet um beliebig lange Eingaben auf
Ausgaben, genannt Fingerabdruck, fixer Länge abzubilden. Gerade kryptographische
Hash-Funktionen wie SHA1 oder MD5 haben sich in verschiedenen Bereichen etabliert.
Diese Funktionen haben jedoch einen ‘Nachteil’: ändert sich nur ein Bit der Eingabe,
führt dies zu komplett unterschiedlichen Fingerabdrücken.

Da in der Informatik oft auch nach Ähnlichkeiten gesucht wird, bedarf es einer ‘Ähn-
lichkeitfunktion’ oder auch Fuzzy Hashing genannt. Das Ziel ist es, die Ähnlichkeit
zweier Dateien anhand ihres Fingerabdruck zu erkennen, z.B. eine Aussage: diese
Dateien stammen mit großer Wahrscheinlichkeit voneinander ab und ähneln sich zu
98%.

Eine Implementierung für diese Idee lieferte Jesse Kornblum 2006. Bis heute wird er
zahlreich zitiert und sein Ansatz aus Performanz-Sicht verbessert. Eine Sicherheits-
analyse im Bezug auf die Verlässlichkeit der Ergebnisse gibt es jedoch nicht.

Nach der Analyse seines Papers und der Referenz-Implementierung, genannt ssdeep,
haben wir einige Schwachstellen entdeckt. Zunächst werden in den ersten beiden
Kapiteln alle Grundlagen erläutert. Anschließend werden einige interessante Charak-
teristiken im Kapitel 3 detailliert besprochen. Der Kern dieser Masterarbeit bietet
Kapitel 4, dass diverse Angriffsverfahren vorstellt.

Abschließend werden einige Verbesserungsideen generiert, sowie eine allgemeine Ein-
schätzung der Idee hinter Kornblum’s Ansatz namens context triggered piecewise hash-
ing.
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Abstract - English

Hash-functions are widely spread in computer science and used to map arbitrary large
data to bit strings of a fixed length called a fingerprint. Cryptographic hash-functions
like SHA1 or MD5 are established in various fields but have one ‘drawback’: if one bit
of the input is changed, this result in a completely different fingerprint.

As in computer science, investigators often look for similarities, using a ‘similarity
function’ named fuzzy-hashing. The aim is to recognize the similarity of two files
based on their fingerprint. For example, to make a statement like: both files have the
same origin and have a similarity of 98%.

In 2006, Jesse Kornblum presented an implementation for this idea. Since then today
he has been quoted numerous times and his approach has been improved with respect
to performance. However, there is no security analysis in terms of the reliability of the
results.

After analyzing his paper and the referenced implementation called ssdeep, we have
discovered some vulnerabilities. As a start, the first two chapters will explain all basics
about the paper and the implementation. Then some interesting characteristics of
ssdeep will be discussed in chapter 3. The core of this paper is chapter 4 which
introduces various methods to attack this approach.

Finally, some ideas for improvements are suggested followed by a general consideration
of Kornblum’s approach named context triggered piecewise hashing.
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1. Introduction

1. Introduction

In many areas of computer science, hash-functions are indispensable and play an im-
portant role. In databases and their huge amount of data, hash-functions are used
to speed up the search and access methods. Therefore so called hash-tables are gen-
erated which allow an efficient indexing of the individual entries ([Mit02, p472++]).
Looking at our hopefully daily backup scenario, checksums are often calculated to
find errors in data-transfers, where checksums mostly mean hash-values ([Tri99]). In
[KR87], the authors describe an efficient string-matching-algorithm with the help of
hash-functions.

Besides, hash-functions play an considerable role in computer forensics and the process
of acquisition of the gathered data. The challenge of an investigator is the identification
of the relatively small numbers of suspicious files from a huge amount of data so as
to distinguish between relevant and non-relevant files. Cryptographic hash-functions
provide assistance for this business by generating unique fingerprints of arbitrary large
inputs. Thus, it is possible to create fingerprint datasets and filter out known-files
automatically. For instance, files of the operation system are said to be known-to-be-
good files and can be ignored in the investigation.

Cryptographic hash-functions have the special feature that a single bit change in the
input will result in a completely different output. However, this desired property can
be prejudicial to forensic examiners. If a file is similar to another one, i.e. only one byte
has been changed, cryptographic hash-functions behave pseudo-randomly and create a
completely different hash-value. In this case, the automated verification process fails.
Instead, the file has to be inspected manually.

This drawback in identifying similar files led to a new idea called fuzzy-hashing. Fuzzy-
hashing describes a particular variant of hash-function, whose fingerprints can be com-
pared for similarity between two files, i.e. if two files only differ due to one changed
byte, the resulting hash-values are largely the same. A very natural way is to divide the
input into pieces with equal size, hash each chunk separately and combine all resulting

1



1. Introduction

hash-values. However, this approach has also some downsides, which will be discussed
later.

1.1. Topic covered by the Thesis

Context triggered piecewise hashing(CTPH), a proceeding for fuzzy-hashing, is an idea
from Jesse Kornblum in 2006, which describes a method that uses existing hashing
techniques to generate signatures for an arbitrary large input. Based on two signatures,
we can provide a statement about the similarity of the source files. The software is
based on the spam detection algorithm from Andrew Tridgell and called ssdeep1. He
presented his approach at the digital investigation 3S with the paper Identifying almost
identical files using context triggered piecewise hashing [Kor06c].

The main idea is to split the input into approximately equal pieces called segments
or chunks. A window containing 7 bytes slides over the file and conduces as input for
a pseudo random function. If this function hits a given value, the end of a chunk is
determined. All chunks are hashed independently and their hash-values are added to
a final signature.

Usually hash-functions are developed by large institutions2 or by tendering3. In this
particular case, one person (possibly with the help of 2-3 others) implemented an
algorithm which is very popular nowadays, but without any research of the security
aspects.

In order to establish CTPH in forensics everyday life, it requires a security analysis.
We investigate and evaluate this existing method by concentrating on security aspects
and use-cases. Besides security, the practical relevance of fuzzy-hashing in forensics
will be discussed.

1.2. Keywords

Fuzzy-hashing, context-triggered hash functions, security analysis, whitelisting, black-
listing, computer forensics, anti-forensics.

1http://ssdeep.sourceforge.net/; visited 21.10.2010
2
e.g. the secure hash algorithm (SHA) was developed by the National Institute of Standards and

Technology (NIST) and the National Security Agency (NSA)
3
e.g. http://csrc.nist.gov/groups/ST/hash/sha-3/index.html; visited 27.10.2010

2
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1. Introduction

1.3. Problem Description

Hashing is applied in many areas in computer science. Traditional hash-functions are
widely spread and well tested in contrast to context triggered piecewise hashing. Al-
though there are minor efficiency improvements (e.g. [CW08]), a security analysis and
a research on anti-forensics is missing.

The general problem, with respect to Kornblum’s method, is that there are inher-
ent weaknesses in design. There are several kind of manipulations which will make
Kornblum’s method fail. First, even if two files have absolutely different content, it
is possible by adding or changing bytes, using a particular method, to achieve high
match scores. Second, even if two files are originally the same by a fixed number of
modification, they will have absolutely different signatures.

Besides these two anti-forensic issues, we also discovered weaknesses in the randomness
of the pseudo-random function and the possibility for an efficiency improvement of
ssdeep. Furthermore, minor changes exist between the implementation [Kor10] and
the description [Kor06c], i.e. some important aspects were handled insufficiently and/or
incorrectly in his paper.

Generally, it is questionable whether the approach of ‘divide and conquer’ is the right
one. Consequently, if we change one byte in each chunk, an attack for different hash-
values will always be successful.

1.4. Motivation and Benefits

In computer forensics cryptographic hashing represents the backbone in identifying
files in sets of known-to-be-good or known-to-be-bad files. Therefore, most investi-
gators use hash databases, which are either created by themselves or maintained by
institutions. Once they are in possession of such a database, the processing is straight-
forward: take a storage medium, compute all hash-values, and perform look ups in the
database.

A common database of ‘known-files’ is the National Software Reference Library (NSRL,
[NIS10a]) which contains cryptographic hash-values of each file. Since hash-functions
meet several security requirements, an active adversary can destroy this straight-
forward proceeding by changing one byte of each file. Conditioned by the pseudo-
randomness of the hash-function, this leads to completely new hash-values. A ‘simi-

3



1. Introduction

larity hash-function’ for files, i.e. a fuzzy-hashing function, would be the perfect coun-
terpart for this attack.

A fully functioning and reliable fuzzy hash-function would come with many positive
changes. In addition to the working simplification for each investigator (a decreasing
number of files need to be analyzed by hand), the automatic comparison process is
faster, since the datasets are getting smaller. As an example, the NSRL-file contains
more than 50 different entries for the file msdosdrv.txt.

As CTPH is the only software for this issue, a security analysis is inevitable and
will bring new insights. A detailed analysis can establish the software or lead to im-
provements. At some point the aim is to develop a fuzzy hash-function which can be
accepted in court.

Fuzzy-hashing is not only a interesting topic in forensics, but also used for malware
detection like in [LAHR10] or [Ray09] (found at blackhat.com). As can be seen, these
two publications show that fuzzy-hashing is currently a topic which is still little ex-
plored. Both references use ssdeep. And it is true that there are more areas where
fuzzy-hashing can be used, e.g. biometrics or intrusion prevention.

1.5. Research Questions

In this thesis, we are going to answer the following research questions:

1. Does context triggered piecewise hashing fulfill the requirements for a secure
fuzzy hash-function?

2. Is it possible to collapse Kornblum’s fuzzy-hashing by selected manipulating the
input?

3. Are there methods to improve fuzzy-hashing?

1.6. Methodology

We use the “classical” research methodology in this thesis:

4



1. Introduction

literature study - in order to find out what is the current state of the art for fuzzy-
hashing. The most important paper is Identifying Almost Identical Files Using
Context Triggered Piecewise Hashing by Jesse Kornblum including the imple-
mented ssdeep and all referenced sources.

algorithm analysis - to uncover possible weaknesses of the proceeding and to develop
detailed attacks. Especially, the comments in the sourcecode provide a lot of
detailed information. The pseudo-random function was tested for randomness
with an existing framework explained in [RSN+10]4 and two own tests.

implementation - in terms of two different viewpoints. First, we confirmed the feasi-
bility of our algorithm. And second, we tried to improve the identified weaknesses.
Several prototypes have been developed, which can selectively alter input files.
Despite of the diversity file types nowadays, we only limited our research in four
different file types: ASCII, BMP, JPG and PDF. Finally, we explain a technique
to avoid one attack.

1.7. Contribution

The main contribution of this paper is aimed at doing anti-forensics for CTPH. We
present practical, efficient methods for manipulating input files, so that piecewise hash-
ing fails. The focus is to make hash-databases, e.g. NSRL, unusable in the context of
CTPH. First, we demonstrate methods to modify files from a known-to-be-bad list, in
which an automatic comparison cannot found any similarity. Then, we even highlight
a possibility that a malicious file will be identified as a known-to-be-good file.

Furthermore, tests showed that the randomness of the pseudo-random function isn’t
perfect. After restructured, the performance was improved with respect to both ran-
domness and efficiency. In terms of ssdeep this would lead to an improved version,
but the previously mentioned attacks are still possible.

As a sideline, we show that Kornblum’s paper does not completely match the imple-
mentation. In some places [Kor06c] describes ssdeep inadequate or inaccurate. We
point out some bugs in the implementation leading to unexpected results.

In the end we give suggestions for improvement. This concerns the discovered bugs,
as well as our attacks. At least one attack can be rendered useless.

4http://csrc.nist.gov/groups/ST/toolkit/rng/documentation_software.html; visited:

30.10.2010

5
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1. Introduction

1.8. Notation and Terms

This section explains all notations and terms which are used in this thesis.

As we submitted the paper [BB11] to IMF 20115, we use some quotes from there. These
quotations are marked with a star at the end, e.g. “This might be the quote”⇤.

Furthermore, most of the following definitions are taken out of the paper:

• h denotes a cryptographic hash-function (e.g. MD5, SHA1, RIPEMD-160).

• hth denotes any hash-function (e.g. FNV, MD5, SHA1), it need not to be a
cryptographic one. Kornblum denotes this function with traditional hash.

• BY S denotes a byte string of length m: BY S = BY0BY1BY2 · · ·BYm�1

• BIS denotes a bit string of length M : BIS = BI0BI1BI2 · · ·BIM�1

• If two bit strings BIS1 and BIS2 are given, their XOR relationship is denoted
by BIS1 � BIS2.

• Where reasonable spaces in strings are denoted by �.

• PRF refers to a pseudo-random function. Kornblum denotes this function as a
rolling hash function.

• F1 denotes the original version of a file (i.e. the non-manipulated file).

• F2 refers to the manipulated version of F1 within an anti-forensic attack.

• A chunk is a sequence of bytes, for which a signature character is computed (i.e.
the byte string between two trigger points).

• A trigger point is the final byte within a chunk.

• A trigger sequence is a sequence of bytes BY S, where PRF (BY S) hits a certain
value, the trigger value. The default length of a trigger sequence are 7 bytes.

• A block size is a modulus used to determine trigger sequences. Block sizes are
of the form bmin · 2k with a minimal block size bmin (typically bmin = 3) and a
non-negative integer k.

5http://www.imf-conference.org/; visited 03.02.2011
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• A ssdeep hash or signature denotes the hash-value of ssdeep for a block size
(this is different to the output of a ssdeep-run). Since there are two signatures,
i.e. one for bs and one for 2bs, signature2 denotes the hash-value computed with
2bs.

7
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2. Related work

This chapter summarizes the related work for this thesis. First, some general issues
about identifying similar files are given. As a file to file comparison is very time con-
suming, section Computer Forensics and Hash-Functions introduces hash-functions
and their usage within computer forensics.

Section 2.3 points out the idea of fuzzy-hashing, its development and our expectations.
In this case the two properties, non-propagation and alignment robustness, are ex-
plained. Fuzzy-Hashing by Kornblum describes an implementation for fuzzy-hashing.

Section 2.5 is about the practical use for fuzzy-hashing and Kornblum’s approach. In
this context, some forensic tools are analyzed and how they handle similar files. The
last section describes the ideas of anti-forensics.

2.1. Finding similar Files

Identifying one-to-one copies of files can be efficiently handled with conventional hash-
functions like MD5 [Riv92] or SHA1 [SHS95], which is explained in section 2.2.1. While
this proceeding is well-established and straightforward, it is not usable for comparing
similar files (is explained in section 2.2).

Since computer science doesn’t always deal with exact duplicates, it is a challenge
to identify similar files efficiently. The initial approaches to find similar files are a
comparison of the entire files. Ahead of discussing these approaches, we have to clarify
the term ‘similar files’. “The definition of what constitutes a duplicate is unclear.
For instance, a duplicate can be defined as the exact syntactic terms and sequence,
with or without formatting differences. Thus, there are either no-differences or only
formatting differences, and the content of the documents is exactly the same” [Cho].
However, there is no distinct boundary between similar and non-similar files.

One possibility are similarity measures techniques, which are used to compare two files
directly. To define the similarity between files, researches evaluated several metrics. An

8
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example is the resemblance, where it is tested if two documents contain nearly the same
semantic content. Let S(A) be a function which extracts a set of features of a file A. Eq.
(2.1) can be used to determine a similarity-score of two files based on the intersection
of these features. However, the problem is to identify these features.

resemblance(A,B) =
|S(A) \ S(B)|
|S(A) [ S(B)| (2.1)

[BGMZ97] describes the single-technique which is one possibility to extract features.
In order to produce shingles, a document is decomposed into tokens and partial se-
quences of the tokens are used so that they overlap like shingles. Thus, the w-Shingling
S(A,w) is defined as the set of all unique shingles of length w in a file A. For instance,
a 4-shingling of

(a,rose,is,a,rose,is,a,rose)
is the set

{ (a,rose,is,a), (rose,is,a,rose), (is,a,rose,is) }

However, the comparison of entire files is very time consuming and a copy of each
original file is needed. With the help of shingling, this approach can be improved, but
still requires saving and comparing of large sets. These efficiency problems are the
motivation for a new method called hashing.

2.2. Computer Forensics and Hash-Functions

This section gives an overview of the usage of hash-functions in computer forensics.
First, we describe hash-functions in general followed by a special technique called Block
Based Hashing. In section 2.2.3 we describe step by step how hash-functions are used
in forensic investigations.

2.2.1. Hash-Functions in general

According to [SS10a, 257], a n-bit hash-function, denoted h : {0, 1}⇤ �! {0, 1}n, maps
an input of arbitrary size to an output of fixed length called hash-value, digest or digital
fingerprint. The mathematically expression is h(BIS) = H, where BIS 2 {0, 1}⇤

denotes a bit string and H 2 {0, 1}n denotes the hash-value, i.e. in practice BIS

9
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can be a single character, string, file or even a device. We expect the following two
properties from h :

• Compression: h : {0, 1}⇤ �! {0, 1}n.

• Ease of Computation: Computation of h(BIS) is ‘fast’ in practice.

A trivial example of a hash-function is the modulo operation using a prime number p
that maps each number to a value between 0 and p�1. The drawback is that collisions
can be found with ease, i.e. two different inputs having the same hash-value: x mod n

and x+ n mod n where x, n 2 N.

Hash-functions where collisions can be easily found are sufficient for the application
areas mentioned in the introduction, i.e. string-matching, indexing in databases, check-
sums for backups. For one-way hash-functions, which are used in cryptographically
context, collisions are unacceptable. According to [Til05, p256++], there are three
further conditions:

Preimage Resistant: For a given hash-value H 2 {0, 1}n it is computationally infea-
sible to find an bit string BIS so that H = h(BIS).

Second Preimage Resistant: For a given bit string BIS1 it is computationally infea-
sible to find a second input BIS2 where BIS1 6= BIS2 and h(BIS1) = h(BIS2).

Collision Resistant: It is computationally infeasible to find two different bit strings
BIS1 and BIS2 (both selectable) where BIS1 6= BIS2 and h(BIS1) = h(BIS2).
The hash-value has to be at least twice as long as it is required for preimage
resistance due to the birthday-paradox6.

These three security conditions ensure the avalanche effect of hash-functions, i.e. if the
input changes slightly (e.g. one flipping bit), the output behaves pseudo-randomly and
changes significantly. Each changed bit of an input BIS 0 affects the output of h(BIS 0)

with a probability of 50%, no matter how many bits are different.

2.2.2. Block Based Hashing

The idea behind block based hashing is from Nicholas Harbour in 2002, who worked
for Defense Computer Forensics Laboratory (DCFL) of the U.S. Department of De-

6http://en.wikipedia.org/wiki/Birthday_attack; visited 21.10.2010
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fense at that time and developed a software called dcfldd7 to protect integrity during
imaging.

The procedure is straightforward. Divide the input into blocks of a fixed size, compute
the cryptographic hash-value for each block and finally concatenate all hash-values.
Figure 2.1 gives an example of a small file composed of 3 blocks that are hashed
separately. The resulting hash-value will be 3b1...6df 40c...49b fbd...6ec.

The advantage compared to hashing en bloc is that a flipping bit in the input only
affects the corresponding hash-value. We call this feature non-propagation. However,
this approach fails if the input is shifted, i.e. if one byte is inserted or deleted ([Div09,
p288]).

Figure 2.1.: Block Based Hashing, [Kor06a, p10]

2.2.3. Usage of Hash-Function within Forensics

This section is primarily concerned with the term computer forensics and its assess-
ment. In addition, the idea of whitelisting and blacklisting will be explained. As this
approaches are based on databases, the referenced dataset from NIST is considered at
the end.

Deliberate attacks on IT-systems have grown rapidly in the last years. Computer
forensics and its methods are used for solving criminal acts by the evaluation of digital
tracks. According to [Eck09, section 1.4], several points should be taken into account
during a forensic analysis:

7http://dcfldd.sourceforge.net
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• Thus the chain of evidence is checkable by a third party at any time, it requires
a complete documentation.

• Due to the repeatability and the acceptance in court, the investigator should
work on copies.

• Open-source tools are preferred since their code is exposed and available to
anyone.

To cope with the huge amount of data while an investigation process, it requires
an automated method to reduce the information. This is where hash-functions come
in. Cryptographic hash-functions generate unique fingerprints of files which are used
for identification. When comparing two fingerprints, one can either say with 100%
certainty that they are different or one can say that there is a very high probability
that they are identical.

In order to detect known files on base of their fingerprint, investigators need huge
datasets. Basically two approaches are conceivable:

Whitelist: A whitelist is a file or database containing known-to-be-good files. An
investigator tries to reduce the amount of data by filtering out known-to-be-
good files, e.g. files of the operation system. The remaining files are unknown
and must be investigated manually. The usage of a whitelist is referred to as
whitelisting.

Blacklist: A blacklist is a file or database containing known-to-be-bad files and works
the other way round. An investigator tries to find known-to-be-bad files e.g.
pictures of child abuse. The usage of a blacklist is referred to as blacklisting.

The main challenge is how to create and maintain such databases. Therefore forensic
investigators prefer to use most often global databases such as the National Software
Reference Library (NSRL, [NIS10a]) and its Referenced Data Set (RDS)8.

Regarding [NIS10b], “the files in the NSRL database [...are] ’known’ - NOT ’known
good’ OR ’known bad’ - just ’known application files’. [...] The NSRL database does
contain hashes of files from applications which are traditionally viewed as malicious
(encryption, steganography, hacker tools).” However, there is no illicit data within the
RDS, e.g. child abuse images.

Figure 2.2 gives an example of a RDS entry. It consists of the SHA1 fingerprint, the
MD5 fingerprint, the CRC32 checksum, the file name and its size. The ProductCode is

8http://www.nsrl.nist.gov/Downloads.htm; visited 26.01.2011
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an “identifier of a specific software product, e.g., ’103’; maps to the NSRL database”,
the OpSystemCode identifies a specific operation system and the SpecialCode is “a
single character field that identifies special file signature entries, such as malicious
code signatures or other types of special entries” ([Fis02, p2-3]).

1 "SHA-1","MD5","CRC32","FileName","FileSize","ProductCode", "OpSystemCode",
2 "SpecialCode",
3 "AC91EF00F33F12DD491CC91EF00F33F12DD491CA","DC2311FFDC0015FCCC12130FF145DE78",
4 "14CCE9061FFDC001","WORD.EXE",1217654,103,"T4WKS",""

Figure 2.2.: Sample Entry of the RDS ([Fis02])

In addition to the RDS, there are also non-RDS hash datasets which may be used
within a computer forensic investigation. For example, there are data sets for SHA-
256, ‘MD5 of the first 4096 bytes’ of a file or ssdeep signatures (aka "fuzzy hashes")9.

Hence, an automatic file identification is only a table look-up. Depending on the used
method, whitelisting or blacklisting, we receive known-to-be-good files or known-to-
be-bad files. A drawback due to the avalanche effect of hash-functions is that an active
adversary can easily overcome this approach. For instance, if he changes one irrelevant
bit of a know-to-be-bad file, a comparison based on fingerprints will not be successful.

2.3. Fuzzy-Hashing

Fuzzy-hashing is used to overcome the shortcomings of cryptographic hash-functions
and its avalanche effect. Therefore, in this section we introduce the term fuzzy-hashing
and explain the history. Next, there is a comparison of fuzzy-hashing and CTPH
followed by two expectations to fuzzy-hashing.

Fuzzy is a synonym for unsharp, blurred and vague. Hence the term fuzzy-hashing
describes a process that can deal with blurred inputs, i.e. two inputs, which only
have a few dissimilar bits, result in a nearly identical hash-value. One description was
found in [Hur09, abstract] stating “Fuzzy hashing allows the discovery of potentially
incriminating documents that may not be located using traditional hashing methods.
The use of the fuzzy hash is much like the fuzzy logic search; it is looking for documents
that are similar but not exactly the same, called homologous files.”

9http://www.nsrl.nist.gov/ssdeep.htm; visited 01.12.2010
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Beside the forensic background and identifying similar files, fuzzy-hashing is also at-
tractive for other areas of computer science. It can be used for malware detection to
find code-segments that contain malicious sourcecode or even binaries like it’s done
in [Dig07] and [MCA08, p390++]. In biometrics “different scans of the same biomet-
ric feature must always be hashed into the same key” ([KSW07, section 2.3]) what is
predestined for fuzzy-hashing.

The origin of context triggered piecewise hashing, within the meaning of homologous
files, was made in 1999 by Andrew Tridgell and his rsync-checksum. rsync is not only
a network protocol but also a program for synchronization of data. With the help of
CTPH, it has the ability to update parts of files during a backup process instead of
copy the entire files. Later Trigdell used the CTPH algorithm to build a software to
identify spam-emails called spamsum.

Kornblum modified spamsum to cope with files and released ssdeep10 in 2006 [Kor06c,
Kor10]. In contrast to dcfldd, Kornblum divides the file into chunks depending on their
content. Then, to get the final ssdeep hash-value, all chunks are hashed separately
and their hash-values are concatenated.

CTPH and fuzzy-hashing are often used as synonyms in literature like in [NIS10c] or
[Kor06a, p33]). In this thesis CTPH is treated as a special variation of fuzzy-hashing.
However, ssdeep currently offers the only possibility for comparing similar files based
on fingerprints.

Fuzzy-hashing should be distinguished from cryptographic hash-functions by the fol-
lowing to properties described in [Tri02].

non-propagation: Normally, a change in the input affects the entire hash-value or
anything beyond that point. For fuzzy-hashing, we expect only a local change in
the hash, i.e. only the corresponding part of the hash-value changes. As a result,
minor changes in the input result in an almost identical hash-value.

alignment robustness: It is important that shifting does not affect the complete
hash-value, i.e. resistant against the addition or deletion of bytes.

10http://ssdeep.sourceforge.net
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2.4. Fuzzy-Hashing by Kornblum

Kornblum’s implementation for fuzzy-hashing is named context triggered piecewise
hashing as described in [Kor06c]. In the following we summarize the key findings and
properties that are relevant for the understanding and the remainder of this thesis.

CTPH is based on two different hashing algorithm, one for identifying the end of a
chunk and one for hashing each chunk which is explained in the first two sections. In
section 2.4.3 we describe how both algorithms work together followed by the working
steps for comparing signatures. At the end we mention some improvements which we
found in [CW08].

2.4.1. Piecewise Hashing

The idea of piecewise hashing goes back to Harbour and his dcfldd. This algorithm
doesn’t hash the entire file but rather divides it into equal blocks. Then each of these
blocks is hashed and all resulting hash-values are concatenated.

Piecewise hashing is independent from a particular hash-function. It can be realized
with cryptographic hash-functions like SHA1 or MD5 or more traditional algorithms
like Fowler/Noll/Vo (FNV, [Nol01]). Regardless, we denote the algorithm for comput-
ing the piecewise hashes traditional hash or hth as suggested by Kornblum.

In context of ssdeep we denote a block as a chunk. Due to performance reasons
ssdeep processes each chunk using the FNV-algorithm which is given in algorithm
2.1, i.e. Kornblum’s traditional hash is FNV. First, the algorithm initializes hash with
a large number. Next, for each byte of a chunk the hash is multiplied by a large prime
number and then XOR by byte. It should be noted that FNV isn’t a cryptographic
hash-function.

Algorithm 2.1 Pseudocode of the FNV-1 Hash Algorithm found on [Nol01]
hash = offset_basis . 0x28021967* in ssdeep
for all byte_of_chunk do

hash = hash * FNV_prime . 0x01000193 in ssdeep; 32-bit Prime
hash = hash � current_byte

end for
return hash

*this is NOT the suggested offset_basis but [Nol01] says the main point is to set the
“offset_basis to a non-zero value. The selection of that non-zero value is arbitrary.”

15



2. Related work

2.4.2. Rolling Hash

The rolling hash is the pseudo-random function of ssdeep and is responsible for di-
viding the input, i.e. it forms the basis for piecewise hashing by identifying the end of
a chunk. We denote pseudo-random function as PRF .

The workflow is as follows: a window of a fixed size s (s=7 bytes for ssdeep) moves
through the whole input, byte for byte, and generates a pseudo-random number at
each step. “Let

BY Sp = BYp�s+1BYp�s+2 · · ·BYp (2.2)

denote the byte sequence in the current window of size s at position p within the file
and let PRF (BY Sp) be the corresponding rolling hash value. If PRF (BY Sp) hits
a certain value, the end of the current chunk is identified. We call the byte BYp a
trigger point or trigger value and the current byte sequence BY Sp a trigger sequence.
The following chunk starts at byte BYp+1 and ends at the subsequent trigger point or
EOF”⇤.

The structure of PRF used in ssdeep allows to compute BY Sp+1 cheaply by removing
the influence of BYp�s+1 and adding the new byte BYp+1. According to [Tri99, Section
3.2.5] an initial idea for such a cheap and fast PRF was

BY Sp =
s�1X

i=0

BYp�i,

which could be computed incrementally with one addition and one subtraction. The
downside is the independence of the byte ordering when sliding the buffer, i.e if the
same byte is added and removed, it will result in the same pseudo-random number
although the window is different.

To overcome this obstacle, the new algorithm is based on the three registers h1, h2
and h3. Quoted from a comment in [Kor10, fuzzy.c]:

h1 “is the sum of the bytes in the window.”

h2 “is the sum of the bytes times the index.”

h3 “is a shift/xor based rolling hash, and is mostly needed to ensure that we can cope
with large blocksize values.”

As shown in algorithm 2.2, the implementation is only based on low-level operations
and thus it is very fast.
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Algorithm 2.2 Pseudocode of the Rolling Hash
h1, h2, h3, c are unsigned 32-bit values, initialized to zero
window is an array of size

to update the rolling hash for a byte c

h2 = h2 - h1
h2 = h2 + size * c . h2 is the sum of the bytes times the index
h1 = h1 + c
h1 = h1 - windows[n mod size] . h1 is the sum of the bytes in the window
window [n mod size] = c
n = n + 1
h3 = h3 « 5 . h3 mostly needed to cope with large block sizes values
h3 = h3 � c
return (h1+h2+h3)

2.4.3. Combining the Hash Algorithms

Knowing the two underlying algorithms of ssdeep, this section explains how they
work together. The pseudocode of the working steps are given in listing 2.2. For the
avoidance of doubt, the implementation does not match the pseudocode to 100%, e.g.
it does not show that a signature can be at most 64 characters long. Ahead of that,
the term ‘block size’ is introduced and explained.

The aim is to obtain a ssdeep signature with 64 characters. In case of dcfldd one
would divide the file size N by the number of characters: N

64 .

In section 2.4.2, it was mentioned that if PRF hits a certain value, the end of a chunk
is identified. Since PRF creates 32-bit integers for every 7-byte-input, multiple pseudo-
random numbers need to be mapped on ‘certain value’. Therefore a modulus called
block size bs is used as follows:

PRF (BY Sp) ⌘ �1 mod bs

Again, the aim is a signature of 64 characters. If PRF is equally distributed, all values
between 0 and bs�1 are equiprobable. The block size is determined by Eq. (2.3) where
bmin is the minimum block size with a default value of 3 and S is the desired signature
length with a default of 64.

bsinit = bsmin ⇤ 2blog2(
n

S⇤bsmin
)c (2.3)
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Once the end of a chunk is identified, it is processed as follows: Let BY S be one of the
identified chunks and hth the used traditional hash-function. Then H = hth(BY S) is
a hash-value whose length is depending on the hash-function. In order to save space,
H is mapped to a Base64 character by using the least significant 6 bits of H. We
denote this as LS6B(H) and its result as Base64 hash character. If BY S is the first
chunk, the resulting Base64 hash character will be the first character of the ssdeep
hash-value, and so on. We denote a ssdeep hash-value as signature or ssdeep hash.

If a file has not enough trigger sequences for a block size bs (i.e. at most S
2 � 1 =

64
2 � 1 = 31), then Kornblum sets bs bs

2 and the whole process is repeated.

It has to be considered that only signatures with the same block size can be compared.
To be a little bit more flexible, ssdeep generates two signatures with two different block
sizes: bs and 2bs. As consequence of 2bs and a equally distributed PRF, the second
signature should be half as long as the first one and is denoted as signature2.

Listing 2.1 shows a sample ssdeep output computed over the file Msdosdrv.txt. “The
number at the beginning of the output is the block size used to trigger PRF. In our
example the block size is 384. Then the two ssdeep hashes comprising the Base64
hash characters for block size 384 and 2 · 384 = 768 are printed.”⇤. Finally, the path
and name of the processed file are given.

1 $ ssdeep Msdosdrv.txt
2 ssdeep,1.0--blocksize:hash:hash,filename
3 384:6A+A46SBSZHJEi4gMOzscKThLKxmdokp72mzdfdM72l3zefMENY2PDr20sypztHc:
4 KQx+AecKumvlAN20sY0yX5uR,"Msdosdrv.txt"

Listing 2.1: A sample ssdeep Output

Again, a ssdeep output is composed of the block size, the signature, the signature2
and the file path.
block size: 384
signature: 6A+A46SBSZHJEi [...] dfdM72l3zefMENY2PDr20sypztHc
signature2: KQx+AecKumvlAN20sY0yX5uR
file path:/home/user/Msdosdrv.txt

The advantage of generating two signatures with two different block sizes is that a
deviation of factor 2 can be corrected. For instance, if there is another ssdeep output
with a block size of 768 and two signatures, then the signature from that file can be
compared against signature2 from listing 2.1 since they have the same block size.
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1 b = compute_initial_block_size(input)
2

3 done = FALSE
4 while (done = FALSE)
5 initialize_rolling_hash(r)
6 initialize_traditional_hash(h1)
7 initialize_traditional_hash(h2)
8 signature1=""
9 signature2=""

10

11 foreach byte d in input {
12 update_rolling_hash(r,d)
13 update_traditional_hash(h1,d)
14 update_traditional_hash(h2,d)
15 if (get_rolling_hash(r) mod b = b-1) then {
16 signature1 += get_traditional_hash(h1) mod 64
17 initialize_traditional_hash(h1)
18 }
19 if (get_rolling_hash(r) mod b*2 = b*2-1) then {
20 signature1 += get_traditional_hash(h2) mod 64
21 initialize_traditional_hash(h2)
22 }
23 }
24

25 if (length (signature1) < S/2) then
26 b = b/2
27 else
28 done = TRUE
29 }
30

31 signature= b+ " : " + signature1 + " : " +signature2

Listing 2.2: Pseudocode of ssdeep from [Kor06c]

2.4.4. Comparing Signatures

In order to find out the similarity between two files, ssdeep compares the weighted edit
distance of their signatures. “Given two strings s1 and s2, the edit distance between
them is defined as the minimum number of point mutations required to change s1
into s2, where a point mutation means either changing, inserting, or deleting a letter”
[Kor06c, Lly99]. This could be solved using dynamic programming.
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Let h1 and h2 be two ssdeep hashes, then their weighted edit distance e is computed
as follows:

e(h1, h2) = i+ d+ 3c+ 5w (2.4)

where “i the number of insertions of characters, d the number of deletions, c the number
of changes, and w the number of swaps to convert h1 into h2.”⇤.

To receive the comparison-value in percentage, Eq. (2.5) is used where l1 and l2 rep-
resent the length of the signatures and S is 64 as default. The higher the match score
M , the higher the probability that the files have the same origin, where M = 100

indicates a perfect match.

M = 100� (
100Se(s1, s2)

64(l1 + l2)
) (2.5)

As said in [CW08, p637], “Spamsum’s measure of match degree is not reasonable in
some cases.” As the comparison of strings has only indirect impact to fuzzy-hashing, the
equations will not be discussed. However, we found a bug in the signature comparison
which is described in section 3.4.5.

2.4.5. Improvements

As the spamsum algorithm wasn’t intended to apply to computer forensics, its per-
formance is not suitable for investigators. Therefore [CW08] improved Kornblum’s
algorithms in several different ways. For one thing they tried to accelerate the hash-
ing by producing “intermediate hash sequences and then rehash the sequences to hash
signature” ([CW08, p635] and for another thing they invented a new comparison equa-
tion.

The new ssdeep signature generation, they called it FKsum, uses the block size in
Eq. (2.6) which has a factor of 4 instead of factor 2. In contrast to ssdeep, the final
signature contains the signatures for bs, 2bs, 4bs and needs less time. Based on 4bs, they
could also improve the partial file-matching (will be explained in section 3.4.4).

binit =

(
bsmin n < 2S ⇤ bsmin

2bsmin4
blog4(n/(2S⇤bsmin))c else

(2.6)
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The signature comparison of Kornblum is not reasonable in some cases. Therefore the
authors changed the algorithm by using the rolling hash technique to look for common
substrings in the signatures and use Eq. (2.7) and Eq. (2.8) to get a similarity score.
Md is the number of discontinuous matched parts which need to be longer than a given
Mmin. Mb represent all matched pieces.

Mp = Mb ⇤ (1�
Md � 1

min(l1, l2
) (2.7)

M =
100 ⇤Mp

l1 + l2 �Mp
(2.8)

2.5. Practical use for Fuzzy-Hashing

Automated forensic analysis methods are attracting more and more attention because
of the increasing amount of data. There are various free as well as commercial tools that
facilitate such investigative work. In Germany tools such as Perkeo11 and Artemis12

are used for blacklisting and accepted in court cases. Perkeo is a special data scanner
for child pornography whose basic database is maintained by the Bundeskriminalamt
(German Federal Office of Criminal Investigation).

“In order to avoid a detection from traditional hash-functions, criminals might change
some extraneous header information, e.g. metadata with a file like author or comment-
segment, since traditional hashing is designed to produce completely new hash-values
if there are small changes in the file. CTPH is a candidate to reliably identify similar
files. However, only few tools can deal with similar files.”⇤

Next we have a look at three commercial tools for forensic investigators found in [HZ10,
p11]:

EnCase Forensic Modules by Guidance Software13 doesn’t come with the functionality
to identify similar files. The EnCase Cybersecurity suite has the possibility to
identify similar malware using a entropy near-match analyzer technology as said
in [Sof10], but this functionality isn’t available for forensics.

However, there is a similarity with dcfldd realized with an EnScript (see [Ges08]).
This script differs from fuzzy-hashing since it is more like partial file matching. It

11http://www.perkeo.net/; visited 15.01.2011
12http://www.seed-forensics.de/software/artemis; visited 15.01.2011
13http://www.guidancesoftware.com/; visited 30.11.2010
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searches in unallocated clusters for fragments of files and compares them against
previously created hash-sets.

X-Ways Forensics by X-Ways Software Technology AG14 seems not to use fuzzy-
hashing. However, there is a similar functionality, but only for pictures as stated
in [XW10, post #118]: “Known pictures can be recognized even if they are stored
in a different file format, resized, if the colors or the quality are different or they
have been edited, etc.”

FTK (Forensik Toolkit) by AccessData15 “contains a fuzzy hash utility” as it’s said in
[Hur09]. The method is advertised to save time for investigators, to match parts
of files to the original one or to identify similar files. Reviewing the last source,
it appears that FTK uses a one-to-one copy from ssdeep.

Despite the positive assessment, the manufacturers warn to rely entirely on fuzzy-
hashing. “It would appear the Mark II eyeball of the investigator will still be
required to make the final decision on whether certain documents in a case are
similar or not” [Hur09, p9].

2.6. Anti-Forensics

According to [Bay10, section 8.4.2.2], anti-forensics are methods to frustrate an inves-
tigator, his tools and make their work more complicated. In most cases anti-forensics
are tools used as countermeasures for current digital forensic tools. The focus of those
tools is to hide information or limiting/faking the identification. Some common ways
are to rename all files randomly, change timestamps, encrypt everything or hide files
in slack space.

Concentrating on hash-functions, we want to ensure that the hash-values are useless.
Another possibility would be to encrypt the files or hiding them using steganography16.
In this case, the generation of hash-values would not be even possible. However, we
have two different goals:

1. Anti-Blacklisting / false negative: Let F1 be a known-to-be-bad file. What we
like to have is a software yielding a file F2 which is semantically the same, i.e.

14http://www.x-ways.de/; visited 30.11.2010
15http://accessdata.com/; visited 30.11.2010
16http://en.wikipedia.org/wiki/Steganography; visited 27.01.2011
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a human being will not see a difference between F1 and F2, but blacklisting will
fail.

If the similarity algorithm doesn’t identify a match even though both files have
the same origin, this will be denoted as a false negative.

2. Anti-Whitelisting / false positive: Let F1 be a known-to-be-bad file. What we
like to have is a software yielding a file F2 which is semantically different but
whitelisting identifies a match. In this case a known-to-be-bad file would be
identified as a good-file.

If the similarity algorithm identifies a match even though both files have nothing
in common, this will be denoted as a false positive.

It should be noted that a ‘false negative’ does not exclusively occur with anti-blacklisting
and a ‘false positive’ does not exclusively occur with anti-whitelisting. A false positive
is also possible with anti-blacklisting, e.g. a known-to-be-good file is falsely identified
as a known-to-be-bad file. However, this thesis will only use the term false negative in
the context of anti-blacklisting and vice versa.

For cryptographic hash-function anti-blacklisting can be overcome by changing a single
bit and anti-whitelisting is not efficiently possible. In the course we will examine this
issues in relation to CTPH.
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3. Basics & Expectations

This chapter can be treated as an attack-preparation. First, we describe our expecta-
tions of fuzzy-hashing. Then we consider some scenarios for fuzzy-hashing in section
3.2. Finally, we show some peculiarities in Characteristics of ssdeep. Especially the
first three subsections are essential for the attacks in the next chapter.

3.1. Expectations of Fuzzy-Hashing

Fuzzy-hashing is a relatively new field about which little is known and for which
there are no clear specifications. However, in order to run tests we need rules for
fuzzy-hashing. Therefore we will manifest our expectations of fuzzy-hashing in this
section. Of course these are based on those for cryptographic hash-functions. The two
aforementioned properties, alignment robustness and non-propagation, must also be
fulfilled.

Let H1 and H2 be two hash-values and t be a percentage threshold. The function
d(H1, H2) denotes their distance, i.e. a percentage value, where 100% is a perfect
match. In the case of ssdeep the distance function is given in Eq. (2.5) from section
2.4.4.

Let hf be a fuzzy hash-function and Hf a fuzzy hash-value, then we expect the fol-
lowing properties:

Ease of Computation: The computation of hf is ‘fast’ in practice.

Preimage Resistant: For a given hash-value Hf , it is computationally infeasible to
find a bit string BIS so that d(hf (BIS), Hf ) > t.

Second Preimage Resistant: For a given bit string BIS1 it is computationally infea-
sible to find a second bit string BIS2 where d(BIS1, BIS2) < d(hf (BIS1), hf (BIS2)).
The worst case would be to find an input BY S2 which is completely different
d(BIS1, BIS2) = 0 and their hashes have a 100% match d(hf (BIS1), hf (BIS2)) =

100.
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Collision Resistant: It is computationally infeasible to find two different bit strings
BIS1 and BIS2 (both selectable) where d(BIS1, BIS2) < d(hf (BIS1), hf (BIS2)).

Compression: If hf is a n-bit fuzzy hash-function, then Hf shouldn’t be longer than
n. Hash-values smaller than n are acceptable, e.g. the missing characters could
be filled up with zero’s.

Avalanche Effect - In terms of cryptographic hash-functions we expect, that a little
change in the input influences about 50% of the output. This is in contrast to
fuzzy-hashing, where we expect that changes are proportional: small changes in
the input result in small changes in the output. A useful feature would be to see
from the hash-value where the change has taken place (i.e. a change of the last
bit of the hash-value refers to a change in the last segment of the input).

3.2. Use-Cases

This section is about how fuzzy-hashing will influence the investigation process. We
try to find scenarios which are suitable for fuzzy-hashing and which are not. Although
the term use-case is used, it is not about the use-case diagrams. It is more like finding
circumstances to use fuzzy-hashing.

There are numerous literatures that consider the importance of cryptographic hash-
functions associated with computer forensics. In this context, we’ve already introduced
the terms whitelisting and blacklisting in section 2.2.3. The popularity of such proce-
dures is given by [Cha09] which deals with the efficiency of whitelisting.

In the following scenarios, we assume a perfectly working fuzzy hash-function. This
means the expectations from the previous section are fulfilled.

A Blacklist contains the hashes of suspect files like child abuse, trojan, virus, hacking
tools and so on. The investigator runs a program that automatically compares all files
of a device against this list and as a result he receives a set of known-to-be-bad files.

A lot of file formats allow small changes that do not affect the file itself, e.g. JPG-
files can store some metadata like author or comment in the file-header. Even if these
files are very similar with each other, the process will fail using cryptographic hash-
functions.
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With regard to blacklisting, fuzzy-hashing can be helpful. An investigator sets a very
low threshold for the similarity to avoid false negatives and receives a large set of files.
Even though there are numerous false positives, there will be a reduction compared to
all files. This large set of data could be the basis for a further investigation.

A Whitelist works in the opposite way - an examiner has a list containing hash-
values of known-to-be-good files. The result is a set of good files and all others need
to be investigated manually. Basically, we can only trust files that are 100% identical
(e.g. adding one new function into a large sourcecode can lead to a backdoor).

Let us assume that an active adversary has manipulated all files on a system to make
it more difficult for the investigator. Fuzzy-hashing indicates a large number of 99%
file matches. Let us further assume that 99% indicates that at most 250 bytes are
different. In this case, an investigator can ignore these files in the first step and focus
on the rest.

Of course one can say: If a cryptographic hash-function cannot identify any matches
using whitelisting, the system is manipulated. If a system is manipulated, the owner
hides something. This finding may also be obtained by the 99% matches using fuzzy-
hashing.

3.3. Fundamentals

The working environment is an Ubuntu 10.04 virtual machine located on a MacBook.
Programming is done with eclipse17 using C. The sourcecode is given as an eclipse
workspace and explained in section A in the appendix.

All tests and attacks that are performed within this thesis are base on four different
file types. Here are some details on the four underlying files:

• Msdosdrv.txt18 is a text-file from the windows operation system with 45,582
bytes. The file is also listed in the reference dataset (RDS) of NIST. We decided
for TXT since it is easy to manipulate and therefore useful for examples.

17http://www.eclipse.org/cdt/; visited 27.01.2011
18http://support.microsoft.com/kb/234868; visited 10.01.2011
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• hacker_siedlung.jpg is a self-made picture with 68,650 bytes reduced to 700x457
pixel. We decided for JPG since it is widely spread on the Internet. In Addition,
it is possible to modify the file-header, e.g. the author or comment-segment.

Figure 3.1.: Hacker-siedlung.jpg

• hacker_siedlung.bmp is the same picture like before but saved as Bitmap with a
24-bit-color depth and 959,754 bytes. We decided for Bitmap since it has a simple
encoding. Bitmap files do not use any kind of compression - they typically store
the color of each pixel within one byte (8 bit color depth) or within a group of
3 bytes (24 bit color depth: 1 byte for red, green, and blue).

• gesetz.pdf 19 is the german tax law download as a PDF with a size of 314,077
bytes. We decided for PDF since it is similar to JPG. It is widely spread and
allows to modify the header information.

Besides ssdeep and classical Linux tools, we used some further free-available tools. A
tool for modifying a JPG-header is jhead20 which can be invoked from the command
line. The counterpart for PDF-files is pdftk 21. Both tools are for Linux, we don’t know
whether there are similar tools for windows.

3.4. Characteristics of ssdeep

This section summarizes some peculiarities of ssdeep that not necessarily arise from
Kornblum’s paper. Again, these characteristics serve as preparations for the later at-
tacks.

19http://www.ag.ch/sar/output/651-100.pdf; visited 15.11.2010
20http://www.sentex.net/~mwandel/jhead/; visited 16.11.2010
21http://www.pdflabs.com/tools/pdftk-the-pdf-toolkit/; visited 16.11.2010
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At the beginning, we concentrate on the block size which is one keynote of CTPH.
Next, we show that it is possible to receive a ssdeep hash with only one Base64 hash
character and explain why CTPH should only be used for files larger than 20 kb.
Global Trigger Sequences demonstrates that we easily can influence the triggering and
therefore the resulting signature.

Section 3.4.4 describes a nice feature of ssdeep, which can be used to identify deleted
files. At the end we mention a bug in the signature comparison equation.

Since this section increasingly uses self-made notations, we again refer to section 1.8.

3.4.1. Block Size Dependencies

The basis for the comparison of signatures is an identical block size. This is the reason
why ssdeep calculates simultaneously two signatures for bs and 2bs. Let us assume we
copy a file F and shrink it until F 0 has a block size of bs

2 . As a consequence it is not
possible to compare both ssdeep hashes directly. We have to compare the signature of
F against signature2 of F 0. Hence, there is a limit to find similar files which we want
to consider below.

Let m and n be the length of two inputs where m > n. As mentioned above, only
signatures with the same block size can be compared. Consequently, no comparison
is possible if the block size differs by factor 4. Based on Eq. (2.3) this lead us to the
following equation:

bsmin ⇤ 2blog2(
m

S⇤bsmin
)c = 4 ⇤ bsmin ⇤ 2blog2(

n
S⇤bsmin

)c

2blog2(m)�log2(S⇤bsmin)c = 4 ⇤ 2blog2(n)�log2(S⇤bsmin)c

2blog2(m)c ⇤ 2�blog2(S⇤bsmin)c = 4 ⇤ 2blog2(n)c ⇤ 2�blog2(S⇤bsmin)c

2blog2(m)c = 4 ⇤ 2blog2(n)c
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Because of rounding-off, the floor operation results in two possible outcomes. We can
choose n = 2t or n = 2t � 1 while t 2 N.

case 1: n = 2t:

2blog2(m)c = 2 ⇤ 2blog2(2t)c

2blog2(m)c = 22 ⇤ 2t

This means m has to be 2t+2 and m is
four times bigger than n:
m
n = 2t+2

2t = 4.

case 2: n = 2t � 1:

2blog2(m)c = 4 ⇤ 2blog2(2t�1)c

2blog2(m)c = 22 ⇤ 2t�1

This means m has to be 2t+1 and m is
only two times bigger (for some large
t) than n:
m
n = 2t+1

2t�1 ⇡
2t+1

2t = 2.

As a result, in the best case (case 1) an input of size m can be nearly 4 times larger
than an input of size n and ssdeep will be able to identify a match. On the other side,
in the worst case (case 2), there is a possibility for a non-match whereby the file-size
only differs by factor 2.

These calculations are based on ‘normal behaving’ files whose block size has not been
changed due to less trigger sequences.

At this point it should be noted that the given implementation differs from the equation
given in Kornblum’s paper. In listing 3.1 we created a file containing 512 (=29) random
bytes and calculated its signature. According to Eq. (2.3) the block size should be

bs = bsmin ⇤ 2blog2(
n

S⇤bsmin
)c

= 3 ⇤ 2blog2(
29

26⇤3 )c

= 3 ⇤ 2b1,415c

= 3 ⇤ 21

= 6

which is contradicting to the listing. Analyzing the sourcecode we found out that the
implementation uses the ceil()-Operation and doesn’t floor the exponent. Eq. (2.3)
should be replaced with

bs = bsmin ⇤ 2dlog2(
n

S⇤bsmin
)e. (3.1)

1 $ dd if=/dev/urandom of=512bytes bs=1 count=512
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2 512+0 records in
3 512+0 records out
4 512 bytes (512 B) copied, 0.00201292 s, 254 kB/s
5

6 $ ssdeep -l 512bytes
7 ssdeep,1.0--blocksize:hash:hash,filename
8 12:LQeNgAmE/R3o2iTSsKB3zIbdZRnx1rqiy5ehr0bjle1:02gLYR3VwSB3z2njgkhrslq,"512bytes"

Listing 3.1: Unexpected Block Size

3.4.2. File Size vs. Signature Length

Conventional n-bit hash-functions map an input of arbitrary length to an output of
a fix length: h : {0, 1}⇤ �! {0, 1}n. In contrast, the length of a ssdeep hash is not
predictable and the file size is limited. We know from section 2.4.3 that a signature
should have at least 32 characters, otherwise the block size is halved. Furthermore,
we know that the minimum block size is 3. As a result, if a file has not enough
trigger sequences (e.g. it is too small), the signature will have less than 32 characters.
Consequently, there is a lower limit on the file size.

To receive a ‘natural’ block size of 3, we have to disregard the floor operation of Eq.
(2.3) which lead to the following equation:

log2(
n

S ⇤ bsmin
) = 0

Knowing that S = 64 and bsmin = 3, we determine that a file need to be at least 192
bytes to receive a signature of length 64. If files are significant smaller, the signature
length will decrease too, e.g. a file of 50 bytes will have a signature with 50

3 ⇡ 16

characters.

Despite all that, it is not for sure that a 192 bytes file has a signature length of 64.
For instance, we know that we are at the end of a chunk for a given block size bs if:
PRF (BY Sp) ⌘ �1 mod bs. Let BY S 0 be a byte string of length 7 and PRF (BY S 0) 6⌘
�1 mod bsmin. If we concatenate BY S 0 28 times, we receive a file of 28 · 7 = 196 bytes
that has a signature length of 1 character. An example is given in figure 3.2 where we
used 192 times ’c’.

Figure 3.3 shows the relationship between the input length (blue bars, scaled on the
left axis) and the signature length (both scaled to the right axis) for normal behaving
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1 $ perl -e ’print "c"x192’ > bunchOfCs
2 $ ssdeep -l bunchOfAs
3 ssdeep,1.0--blocksize:hash:hash,filename
4 3:n:n,"bunchOfCs"

Figure 3.2.: A short ssdeep hash

files. As the peaks of the orange line indicate, it would possible to receive ssdeep
hashes longer than 64 characters which is explained at the end of this section.

Figure 3.3.: Relationship between Input-Bytes and Signature Length

The above findings show that especially for small files the signature length largely
depends on the input data. Again, we expect that the results of PRF are equally
distributed. Since section 4.1 shows that this is not the case, results are even more
unpredictable.

This all might be the reason for Kornblum’s statement ([Kor06b]) that “fuzzy hashing
seems to work best on files larger than 20KB or so”.
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On the other side, the maximum file-size is 256 GB (=238) because the block size is
stored in a uint32_t and therefore limited at 232 (the floor-operation is unattended):

bsmin ⇤ 2log2(
n

S⇤bsmin
) = 232

log2(
n

S ⇤ bsmin
) = log2(

232

bsmin
)

n = 2log2(
232

bsmin
) ⇤ S ⇤ bsmin

n ⇡ 230,42 ⇤ 26 ⇤ 21,58

n ⇡ 238

Of course also larger files could be hashed but with some imprecisions at the end of
the signature (explanation follows below). Apart from that fact it is unlikely that such
large files around 256 GB would need to be hashed and not all file systems would be
able to handle them. Flaws in smaller files are more serious.

Now we explain how ssdeep deals with too many trigger sequences. To simplify this
procedure, if there are too many trigger sequences, the first 63 chunks are treated as
usual and all remaining ones are combined into a single one. In [Kor10, fuzzy.c,line
176-188] Kornblum describes it like “we can have a problem with the tail overflowing
[... so we combine] the last few pieces of the message into a single piece”.

3.4.3. Global Trigger Sequences

This section explains the dependencies of trigger sequences related to different block
sizes. Later, global trigger sequences allow attacks with a complexity of O(1).

A global trigger sequence is a byte string of length 7, which will cause a triggering of
hth for all block sizes smaller than a block size bsmax. In other words, if PRF (BY S) ⌘
�1 mod bsmax is true, then PRF (BY S) ⌘ �1 mod bs will be true for all bs < bsmax.

We know that the block size is determined by bs = bsmin ⇤ 2blog2(
n

S⇤bsmin
)c where bsmin

is 3. We replace the exponent by k = blog2( n
S⇤bsmin

)c. The maximum block size has
bsmax = 3 · 2kmax . Let bs be a block size smaller than bsmax with bs = 3 · 2k.

As a proof, we only have to show that BY S ⌘ �1 mod bs.

BY S = 3 ·2kmax�1 = 3 ·2k ·2kmax�k�1 = b ·2kmax�k�1 ⌘ 0 ·2kmax�k�1 = �1 mod bs
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For instance, we assume that PRF (BY S) = 383 which is a valid trigger sequence
for bs = 192. Now we presume that 383 is a valid trigger sequence for all block sizes
smaller than 192, namely: 3, 6, 24, 48 and 96 (e.g. 383 ⌘ �1 mod 24).

“We assume that the majority of the files, which we investigate, does not exceed the
file size N = 15 MiB = 15 · 220 Bytes. Using Kornblum’s default values bsmin = 3 and
S = 64, Eq. (2.3) yields”⇤

bs = bsmin ⇤ 2blog2(
N

S⇤bsmin
)c

= 3 ⇤ 2blog2(
15·220
26⇤3 )c

= 3 ⇤ 2blog2(5·214)c

= 3 ⇤ 216

= 196608.

In general, all BY S are mapped to values between 0 and bs � 1 with the help of
PRF. To find BY S 0 where PRF (BY S 0) ⌘ bs� 1 ⌘ �1 mod bs we need bs

2 trials (i.e.
196608

2 = 98304). In practice this small number can be easily brute forced.

Twelve of those global trigger sequences for a file size N  15 MiB are given in table
3.1. We concentrated on easy printable ASCII characters given in column Trigger
Sequence. The columns Base64 Char represent the Base64 hash character which result
from LS6B(hth(TriggerSequence)). Due to the fast PRF algorithm, the generation of
all sequences took us about 2 seconds.

Trigger Sequence Base64 Char. Trigger Sequence Base64 Char.
AAAD?Hp 9 AAAV?Hf l
AAAD?Og v AAAf?Ft p
AAAD?QI 7 AAAr?xj V
AAAJ?MW P AAAx?Fj 1
AAAJ?PJ F AAAx?OC n
AAAJ?V0 Z AAAx?tx 5

Table 3.1.: Sample pre-computed global trigger sequences and their corresponding
Base64 signature characters
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3.4.4. Partial File Matching

Apart from identifying similar files, ssdeep is also able to find parts of files which is
based on the findings from section 3.4.1. This proceeding can be used to trace back a
fragment of a deleted file to its origin.

In his example Kornblum demonstrates that the first and the last third of a file are
successfully traced back to its origin. As expected and shown in figure 3.4, this approach
also works for the part in the middle. In [Kor06c, section 7.2] Kornblum mentioned “the
cutoff of n/3 bytes comes from the block size comparison. Below this level there are
still matches, but the block sizes are too different to make a meaningful comparison”.

1 $ ls -l sample.jpg
2 -rw-r--r-- 1 user user 342681 2010-11-21 13:28 sample.jpg
3

4 $ dd if=sample.jpg of=first bs=1 count=120000
5 120000+0 records in
6 120000+0 records out
7

8 $ dd if=sample.jpg of=second bs=1 count=120000 skip=120000
9 120000+0 records in

10 120000+0 records out
11

12 $ dd if=sample.jpg of=third bs=1 skip=240000
13 102681+0 records in
14 102681+0 records out
15

16 $ ssdeep -l sample.jpg > sigs.txt
17

18 $ ssdeep -l -m sigs.txt first second third
19 first matches sigs.txt:sample.jpg (60)
20 second matches sigs.txt:sample.jpg (55)
21 third matches sigs.txt:sample.jpg (32)

Figure 3.4.: Matching Partial Files

We investigated in more details about the ratio between file and part-of-file. As men-
tioned in the citation, the problem is the block size and based on the dependencies
found in section 3.4.1. This means in the best case we need at least a fragment of 1

4 of
the original file. In the worst case we need a fragment of 1

2 of the original file to obtain
a match. Of course, this presume that the input is not manipulated.
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3.4.5. Signature Comparison Bug

This section is about a bug found in the comparison function from Eq. (2.5). The
equation can cause a match score of 100% even if the block size is different.

We assume that both signatures have exactly 32 characters. Then the problem is that
the block size is only considered for the election of the signatures but not any further.
If we compare signature to signature2 and they are completely identical, it will result
in a 100% match.

Figure 3.5 shows a possible proceeding. First, ssdeep is used to create a signature
for file. The option -l enables relatives paths. Next, we write the signature into
signatures.txt and manipulate it using vi as follows: the name of the file is changed,
the block size is doubled, the signature is replaced by signature2 and the new signature2
is made up.

In the last step we compare file against the signatures.txt using option -m and receive
a 100% match.

1 $ ssdeep file -l
2 ssdeep,1.0--blocksize:hash:hash,filename
3 24:F7yT5qN0GxrkA7BIyPb3VTRBh2V7yT5qN0WxrkX7yT56N0rqxrk8N0rqxrkR:
4 FOT54ZKMVTsV7yT5qN0WxrkX7yT56N0n,"file"
5

6 $ ssdeep file > signatures.txt
7 $ vi signatures.txt
8 $ cat signatures.txt
9 ssdeep,1.0--blocksize:hash:hash,filename

10 48:FOT54ZKMVTsV7yT5qN0WxrkX7yT56N0n:aaaaaaaaaaaa,"file-fake"
11

12 $ ssdeep -m -l signatures.txt file
13 file matches signatures.txt:/file-fake (100)

Figure 3.5.: Procedure for Signature Bug
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4. Experimental Work for Attacks

The following chapter is divided into three main parts. First, we look at the random-
ness of Kornblum’s pseudo-random function called rolling hash. Therefore we used an
existing framework and wrote own tests.

Second, we analyze approaches for anti-blacklisting in section 4.2. This section demon-
strates four attacks based on different weaknesses of Kornblum’s ssdeep. In practice it
is possible to modify a known-to-be-bad file on-the-fly so that ssdeep cannot identify
a match.

Next, we show that two of the issues from anti-blacklisting can be improved. It is
possible to modify the attacks so that any given signature can be obtained. This issue
will be discussed in Anti-Whitelisting on CTPH.

At the end there is comparison of the attacks as they have different strength and
weaknesses.

4.1. Analyzing randomness

Hashing always comes together with randomness. Randomness is like an unbiased fair
coin, it’s not possible to say what comes next: head or tail. In terms of a sequence
containing 1’s and 0’s, it is impossible to predict the next character on basis of all
previous ones.

ssdeep uses two different hash-functions: hth aka traditional hash (uses FNV) and
PRF aka rolling hash. [Nol01] states in the beginning that FNV is widely spread and
therefore we assume a well tested hash-function although we couldn’t find any test-
results. For testing the randomness of PRF, we first used an existing Framework from
NIST available in [RSN+10] and second, wrote two own tests. Details of the sourcecode
are given in Rolling Hash Randomness in the appendix.

This framework is a test suite for the validation of pseudo-random number generators
for cryptographic applications consisting of 15 different tests: Frequency (Monobit)
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Test, Frequency Test within a Block, Runs Test, tests for the Longest-Run-of-Ones in
a Block, Binary Matrix Rank Test, Discrete Fourier Transform (Spectral) Test, Non-
overlapping Template Matching Test, Overlapping Template Matching Test, Maurer’s
"Universal Statistical" Test, Linear Complexity Test, Serial Test, Approximate En-
tropy Test, Cumulative Sums (Cusums) Test, Random Excursions Test, and Random
Excursions Variant Test. A short description of each test is given in the appendix in
section B, the whole documentation in [RSN+10].

We processed the four files from section 3.3 as follows: “We slide the position p through
the file and write the concatenation of the bit strings PRF (BY Sp) into a file (for a
definition of BYS see Eq. (2.2)). This bit string then was used as an input for the NIST
framework.”⇤. The downside is that the framework investigates each bit independently.
However, it would make sense to consider the attitude between each PRF (BY Sp).

This is why we implement the following two tests:

1. “Let bs be the block size of the processed file. Our first test checks randomness
with respect to bs. It counts how often each value of the values 0mod bs, 1mod bs,
..., bs� 1 mod bs appears. Our aim is to have an equal distribution. Thus each
value shall occur N/bs times (where again N denotes the file size in bytes).”⇤

2. “Our second test determines the number of second preimages. With a uniform
distribution and different windows, there should not be second preimages for
each value PRF (BY Sp). The workflow is as follows: For each position p within
a file, our test computes PRF (BY Sp), stores it in a database, and looks up if
there is a k, 0  k  p � 1 with PRF (BY Sp) = PRF (BY Sk). If this is the
case and we additionally have BY Sp = BY Sk this is considered to be legal.
Otherwise we found a second preimage of PRF (BY Sp) and we increase the
counter for PRF (BY Sp). Since all four files are significantly smaller than 232

bytes, we expect to have a small number of second preimage collisions.”⇤

In general we can say: if the second test is successful, the first one should be successful,
too. However, the first test might be more interesting for small files since there is a high
probability that all PRF (BY Sp) are different but have a high unequal distribution of
PRF (BY Sp) mod bs.

Table 5.2 shows the basic stochastic values. The expected value is determined by N
bs

(N denotes the file size). The high standard deviation shows that the distribution of
PRF (BY Sp) is widely spread. Therefore minimum / maximum amount shows the
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number of positions p yielding to PRF (BY Sp) ⌘ k mod bs where 0  k < bs, i.e. 19
means that there are 19 different positions p for PRF (BY Sp) yielding to k.

The first row of Table 5.3 is equal to the file size in bytes and describes the amount of
possible BY Sp. “The row 1 time is the number of unique rolling hash values, 2 times
is the amount of rolling hash values having two preimages within the respective file,
and so on. Repetitions is the amount of repeated byte sequences”⇤. As we only consider
files much smaller than 232, we expect all PRF (BY Sp) are unique.

msdosdrv.txt hacker.jpg hacker.bmp gesetz.pdf
expected value 59.35 44.69 39.05 51.12
standard dev. 76.97 6.83 37.78 41.15
min. amount 19 22 8 23
max. amount 2031 84 1202 2047

Table 4.1.: Test 1 – Pseudo-Random Function

msdosdrv.txt hacker.jpg hacker.bmp gesetz.pdf
possible values 45,582 68,650 959,754 314,077
1 time 20,844 68,581 617,285 271,186
repetitions 24,694 65 342,034 42,869
2 times 22 2 216 11
3 times 0 0 1 0

Table 4.2.: Test 2 – Pseudo-Random Function

Although we didn’t implement the third test, which could be named next number test,
it is obvious that this one would fail. Figure 4.1 demonstrates how the h3-register
influences Kornblum’s implementation of PRF in particular. The output on the right
side shows only the registers h1 and h2, on the left side we see the results of all three
registers. As the higher bits of h3 are only changed through shifting, it is possible to
predict a lot of bytes of the next sequence.

Section 5.2 will show how to improve the Kornblum’s PRF implementation with respect
to both efficiency and performance.

4.2. Anti-Blacklisting on CTPH

Section 2.2 explained the necessity of hash-functions for computer forensics. Practical
use for Fuzzy-Hashing mentioned that at least one framework is using ssdeep. This
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00000000000000000000001001110110
00000000000000000000111000010001
00000000000000010001110111101010
00000000001000101011110110001101
00000100010101100110010001111111
10001010110010110101100001101110
01011001011010011001101011100111
00101101001100011100110110010011

00000000000000000000001001110110
00000000000000000000001000110000
00000000000000000000010101100010
00000000000000000000100001010101
00000000000000000000101010111011
00000000000000000000101000011111
00000000000000000000101111111011
00000000000000000000110011100100

Figure 4.1.: Influence of the h3-register

section demonstrates several efficient attacks to bypass CTPH in context of blacklist-
ing. Due to Global Trigger Sequences there are attacks with a complexity of O(1).

“Anti-blacklisting means that we are able to efficiently generate false negatives from
Kornblum’s point of view. To explain this let a known-to-be-bad file F1 be given. Our
manipulation of F1 yields a file F2, which is semantically similar to F2 (e.g. if F1 is
an image, the visual impression of F1 and F2 are almost identical for a human being).
However, F2 is assessed as non-similar by Kornblum’s similarity algorithm and thus a
false negative.”⇤

As there are many different file classes, we have chosen the following four:

1. Text files in ASCII encoding,

2. Images in JPG format,

3. Images in BMP format,

4. PDF files

The following text presents four methods of anti-blacklisting that attack various vul-
nerabilities. In particular, the last two approaches show a lot of promise when used in
a real-world scenario.

4.2.1. Blow up the File

The first attack is based on the block size, [Kor06c, section 5]: “Because the triggers
for the traditional hash are based upon the input file and the block size, only signa-
tures with an identical block size can be compared. The spamsum algorithm generates
signatures for each input based on block sizes b and 2b, so it is possible to compare
two signatures if the block sizes given in the signatures are within a power of a two.”
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Section 3.4.1 showed the relationship between input size and block size. The procedure
is obvious: we insert as much random data somewhere in the file until their block sizes
are too different. Random data can be taken from /dev/urandom or some fixed byte
sequences.

Attacking ASCII files is trivial. PDF files cannot be processed this way. Figure 4.2
gives an example for JPG and BMP. In both cases the procedure is similar an starts
by creating a ‘container’. A container can be created using dd and should be four
times larger than its input. The exactly needed file size can be smaller depending on
the results given in section 3.4.1.

Next, we copy our file into the beginning of the container using dd with conv=notrunc.
The notrunc flag means do not truncate the output file, just replace the specified bytes
of the output file and leave the rest untouched. As we can see from the ssdeep output,
the block size is quadrupled and therefore a comparison is impossible. The -l flag is
used for relative paths printing.

In practice this attack is only relevant for small files, e.g. such as text files containing
a few words. For instance, a gallery contains fifty photos each with a size of 4 MB.
According to 3.4.1, we take an average enlargement of 4+2

3 = 3. The whole gallery size
will raise from 200 MB up to 3 · 200 MB = 600 MB.

In all, it is doubtful whether we are still talking about similar files in this case. Even
if the semantic level is unaffected, the byte level changed a lot.

4.2.2. Editing Trigger Sequences

Here, we make use of a too short signature which will halve the block size. The idea is
as follows: Let BY Sp be at trigger sequence a position p for block size bs. This means
that PRF (BY Sp) ⌘ �1 mod bs. We change BY Sp to BY S 0

p so that PRF (BY S 0
p) 6⌘

�1 mod bs. In this case we shorten the signature by one character.

If we do this for all BY Sp where 0  p < 64, the signature will have a theoretical length
of zero. To avoid this, the block size is halved as given listing 4.1 and the signature
generation is repeated. For instance, the first 33 changes will result in bs

2 and a new
signature. If we continue changing trigger sequences, the block size will be halved once
again and a matching is not possible.
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1 $ dd if=/dev/urandom of=hacker_siedlung.hacked.jpg bs=1 count=280000
2 280000+0 records in
3 280000+0 records out
4 280000 bytes (280 kB) copied, 1.39661 s, 200 kB/s
5

6 $ dd if=hacker_siedlung.jpg of=hacker_siedlung.hacked.jpg conv=notrunc
7 69653+0 records in
8 69653+0 records out
9 69653 bytes (70 kB) copied, 0.20225 s, 344 kB/s

10

11 $ ssdeep -l hacker_siedlung.jpg hacker_siedlung.hacked.jpg
12 ssdeep,1.0--blocksize:hash:hash,filename
13 1536:FLVoUaX+ns+6iAuLNdElzt/CclGbn2OCFN8DXg1BSXHaL++:
14 F3l6ew33lG2OMBSXa6+,"hacker_siedlung.jpg"
15 6144:F6jOMBEjZML1AecfyqefFgQ5wDg+b7LQ7vZOubiPZ:
16 F4OMq6i8qefFgUlTsub6Z,"hacker_siedlung.hacked.jpg"
17

18

19

20 $ dd if=/dev/urandom of=hacker_siedlung.hacked.bmp bs=1 count=4000000
21 4000000+0 records in
22 4000000+0 records out
23 4000000 bytes (4.0 MB) copied, 19.9443 s, 201 kB/s
24

25 $ dd if=hacker_siedlung.bmp of=hacker_siedlung.hacked.bmp conv=notrunc
26 959754+0 records in
27 959754+0 records out
28 959754 bytes (960 kB) copied, 2.57685 s, 372 kB/s
29

30 $ ssdeep -l hacker_siedlung.hacked.bmp hacker_siedlung.bmp
31 ssdeep,1.0--blocksize:hash:hash,filename
32 49152:iqZYJPMQKlFvNYEi3Qi+BGIi7HRo88stAcYwJ3RcWlfmY986NS+/VB6qlTshC40:
33 wNbKlAT+BRVIDzJ3RcMuwx/VB/l5,"hacker_siedlung.hacked.bmp"
34 12288:GrxpWErqprJp3415jQd+PS9Q5oCitcoMNaBpeEvNEB7cQ0c6ePmbLikD+Jd:
35 23qZYLQd+PMQKlioXvNEVEiJJd,"hacker_siedlung.bmp"

Figure 4.2.: Anti-blacklisting – Blow up a JPG / BMP
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1 // fuzzy.c - line 271-273:
2 /* our blocksize guess may have been way off - repeat if necessary */
3 if (ctx->block_size > MIN_BLOCKSIZE && ctx->j < SPAMSUM_LENGTH/2)
4 ctx->block_size = ctx->block_size / 2;

Listing 4.1: Check Signature Length

As described in section 3.4.2, a file can have more or less than 64 trigger sequences.
Generally, if there are n trigger sequences, we need to do n changes.

Again, attacking ASCII files is trivial, e.g. replace one of the characters with its capital
letter or vice-versa. For bitmaps we use the simple encoding and proceed as follows:
Let BY be one character out of BY Sp. Then we set BY  � BY � 0x1. As this only
affects the last bit of BY , we result in a near hex-value which changes the color of a
pixel only slightly. For JPG and PDF this approach can only be used with restrictions
(is described in the next section).

Of course we have to keep an eye on the changes, so that the new sequence isn’t a
trigger sequence. The probability for a new hit is 1

bs .

4.2.3. Editing between Trigger Sequences

The previous section described an attack against trigger sequences yielding to a reduc-
tion of the block size. Now, we do aimed manipulations between each trigger point or
more precisely between each trigger sequence. This will change Kornblum’s traditional
hash for each chunk and result in a different signature.

As the traditional hash is based on FNV, where we assume an equally distribution,
the Base64 hash characters should be equally distributed, too. Kornblum reduces the
traditional hash-value by the modulo operation and takes the result to obtain the
Base64 hash character. Therefore the possibility that a changed chunk will have the
same Base64 hash character is 1

64 = 2�6.

Before explaining the proceeding for text and bitmap files in detail, let us look first at
PDF and JPG. Both formats use some kind of compression, i.e. the effect of changes
on the byte level can lead to a destruction of the file. Figure 4.3 shows the influence
of 4 and 10 flipping bits to a JPG. A straightforward approach for these formats is
presented in the next section.
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Figure 4.3.: Effects of random changes to JPG Images (original image on the left)

The basic idea is simple. Kornblum divides the file into several chunks which are hashed
individually. Hence, changing one character in each chunk result in a new signature
which leads to 64 changes to modify the whole signature.

We point out that is attack preserves the file size.

ASCII files. We denote the currently processed chunk of length m as BY0, BY1, . . .

BYm�1. As we don’t want to change the trigger sequence itself, we expect m � 8. Let
i be the index of the byte we manipulate initialized with i = m� 8, i.e. the byte right
before the trigger sequence. If BYi is a not printable character (e.g. newline), we set
i � i� 1. If i = 0, we set BY0  � BY0 � 0x1. Basically it doesn’t matter where the
chunk is changed, however, this implementation has performance advantages.

The replacement can realized with an array-lookup as follows: each letter will be
replaced with its capital one and vice-versa, each special character will be replaced with
a similar looking one (e.g. a space will be an underscore, a slash will be a backslash).

In practice we only need to manipulate every 7th chunk as we see from [Kor10, fuzzy.c,
line370]: “We only accept a match if we have at least one common substring in the
signature of length ROLLING_WINDOW [size of window = 7]. This dramatically
drops the false positive rate for low score thresholds while having negligible affect on the
rate of spam detection.” As a consequence, no matter how large a file is, 10 changes (i.e.
chunks 7th, 14th, 21st, . . . , 63rd) are sufficient for a successful anti-blacklisting attack.
For the remainder of the paper, this will be denoted as substring problem.

An example is given in figure 4.4 where we demonstrate our prototype named anti-
blacklisting-ebtp22. Before explaining the output of our tool, it should be noted
that the prototype does not automatically make changes, it just suggests what should
be done.

22
package: anti-bl-ebtp; more details in the appendix; section A.2
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The aim is to manipulate the file Msdosdrv.txt so that ssdeep cannot identify a match.
First we make a copy named Msdosdrv.txt.backup which will be untouched. Then we
run our prototype with three arguments:

1. the name of the file

2. a shortcut for the printing: a signifies ASCII printing and h signifies hex printing

3. the frequency of the chunks which should be printed, e.g. 7 indicates that we only
print every 7th chunk. Furthermore, we only print the trigger sequences from 0
to 63 even though there can be more.

In the first step we generate the block size, bs = 768, which is obtained by Eq. (3.1).
Then the tool shows the TS (i.e. trigger sequence) ���122� and suggests to change the
space � before the trigger sequence by an underscore _. In order to find this character
more easily, the ‘character offset’ is given. As there are insufficient trigger sequences
for bs, it is halved and the tool restarts.

Figure 4.5 gives an example of a modified character. In this case we followed the
instructions of line 13 and changed the capital S to a small one.

The modifications are done using gedit, a free texteditor for Linux. In the end of the
listing we compare both files and demonstrate that our attack was successful. First,
the -p flag invokes the pretty matching mode. If there is no output, there is no match.
Second, we look at the signatures manually where the -l flag suppresses the absolute
file path. As expected, every 7th Base64 hash character is different.

Bitmap files. The proceeding for bitmaps is quite similar to ASCII files. Again,
bitmaps use a simple encoding where every byte (besides the file header) represent the
color of a pixel. Let the currently processed chunk of length m be BY0, BY1, . . . BYm�1

where m � 8. Let i be the index of the byte we manipulate.

The aim is to replace BYi by a similar looking byte / color. In contrast to ASCII files, we
always manipulate the byte right before the trigger sequence, i.e. i = m� 8. A similar
looking byte can be obtained by an XOR operation as follows: BYm�8  � BYm�8�0x1,
e.g. the byte 0xE3 will be 0xE2.

Of course, a change in the file header can destroy the image but is very unlikely. As
aforementioned, we only have to manipulate every 7th chunk and bitmap files come
with a large file size which leads to a high block size. For instance, an image with
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1 $ cp Msdosdrv.txt Msdosdrv.txt.backup
2

3 $ ./anti-blacklisting-ebtp Msdosdrv.txt a 7
4 block size: 768
5 7 -> TS: ->| 122 | -> change: to _
6 chunk-size: 13172 modify character offset: 13165
7 14 -> TS: ->| an EMS| -> change: r to R
8 chunk-size: 15467 modify character offset: 28632
9 21 -> TS: ->| Nu| -> change: to _

10 chunk-size: 9928 modify character offset: 38560
11 -------------bs-changed----------------
12 block size: 384
13 7 -> TS: ->|ave Cur| -> change: S to s
14 chunk-size: 4816 modify character offset: 4809
15 14 -> TS: ->| 0;88 | -> change: to _
16 chunk-size: 4435 modify character offset: 9244
17 21 -> TS: ->| 122 | -> change: to _
18 chunk-size: 3921 modify character offset: 13165
19 28 -> TS: ->|adapter| -> change: to _
20 chunk-size: 4207 modify character offset: 17372
21 35 -> TS: ->|moves \n| -> change: to _
22 chunk-size: 2328 modify character offset: 19700
23 42 -> TS: ->|u use D| -> change: o to O
24 chunk-size: 2010 modify character offset: 21710
25 49 -> TS: ->|=altreg| -> change: A to a
26 chunk-size: 2548 modify character offset: 24258
27 56 -> TS: ->| an EMS| -> change: r to R
28 chunk-size: 4706 modify character offset: 28964
29 63 -> TS: ->| Preve| -> change: to _
30 chunk-size: 3323 modify character offset: 32287
31 done
32

33 $ ssdeep Msdosdrv.txt.backup Msdosdrv.txt -p
34 $ ssdeep Msdosdrv.txt.backup Msdosdrv.txt -l
35 ssdeep,1.0--blocksize:hash:hash,filename
36 384:6A+A46yByZHJEb4gMOzs8KThLKxGdokp7WGzdfdM7Wl3zefMkNY2PDrW0syJztHc:
37 KQx+5e8KuGPlgNW0s40yX5uR,"Msdosdrv.txt.backup"
38 384:6A+A46SBSZHJEi4gMOzscKThLKxmdokp72mzdfdM72l3zefMENY2PDr20sypztHc:
39 KQx+AecKumvlAN20sY0yX5uR,"Msdosdrv.txt"

Figure 4.4.: Anti-blacklisting – Editing between Trigger Sequence for ASCII files
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Figure 4.5.: Manipulation of an ASCII Text File

100px · 100px and a 24-bit color depth will have more than 100px · 100px · 3 bytes =

30.000 bytes which result in a block size of 384 using Eq. (2.3).

Figure 4.6 shows the output for the manipulation of BMP files which is very similar
to ACSII files. Ahead of invoking anti-blacklisting-ebtp, we backup the original
file. This time we changed the printing to hex using the h-option. The first trigger
sequence is 0E 0E 11 0F 0F 0F 0F and the modification should be 10 to 11 at the
offset 0x244f5. All required changes have been made using ghex223.

The result is as expected. The pretty-matching-mode couldn’t find a match and the
manual comparision of the ssdeep hashes shows that every 7th character differs. Both
bitmap files are printed in figure 4.7.

4.2.4. Adding Trigger Sequences

This approach is based on the fact that a ssdeep hash will be at most 64 characters
long as described in section 3.4.1. This weakness can be exploited by inserting some
pre-calculated global trigger sequences (see section 3.4.3) at the beginning of a file.

Many file formats, including JPG and PDF, allow small changes in the header. On
Linux systems the header information can be modified with jhead for JPGs or with
pdftk for PDFs.

First, we show a very simple variant of our attack. Let BY S be a global trigger
sequence and C = LS6B(hth(BY S)) its corresponding Base64 hash character. Then
we concatenate BY S 63 times in a row and put it at the beginning of the attacked file.
The file size increases at least by 63 · 7 = 441 bytes (later more). Due to the substring
problem 58 trigger sequences are sufficient.

23http://manpages.ubuntu.com/manpages/dapper/man1/ghex2.1.html; visited 01.02.2011
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1 $ cp hacker_siedlung.bmp hacker_siedlung.bmp.backup
2

3 $ ./anti-blacklisting-ebtp hacker_siedlung.bmp h 7
4 block size: 12288
5 7 -> TS: ->|0E 0E 11 0F 0F 0F 0F | -> change: 10 to 11
6 chunk-size: 244fc modify character offset: 244f5
7 14 -> TS: ->|25 21 20 23 1E 1D 24 | -> change: 20 to 21
8 chunk-size: 9245 modify character offset: 2d73a
9 21 -> TS: ->|7A 78 78 7D 78 79 7B | -> change: 78 to 79

10 chunk-size: 28dbe modify character offset: 564f8
11 28 -> TS: ->|9C 9F 8E 9A 9E 93 9F | -> change: 8D to 8C
12 chunk-size: 188b0 modify character offset: 6eda8
13 35 -> TS: ->|1F 23 1E 1F 22 1D 1E | -> change: 1E to 1F
14 chunk-size: 230cb modify character offset: 91e73
15 42 -> TS: ->|24 24 32 30 30 46 41 | -> change: 26 to 27
16 chunk-size: 18236 modify character offset: aa0a9
17 49 -> TS: ->|25 18 21 24 1A 1F 20 | -> change: 23 to 22
18 chunk-size: 24232 modify character offset: ce2db
19 56 -> TS: ->|DC DF EA E8 CA D7 D5 | -> change: DF to DE
20 chunk-size: 15d47 modify character offset: e4022
21 done
22

23

24 $ ssdeep hacker_siedlung* -p -l
25 $ ssdeep hacker_siedlung.bmp hacker_siedlung.bmp.backup -l
26 ssdeep,1.0--blocksize:hash:hash,filename
27 12288:GrxpWErqprJp3415jQd+PS9Q5oCitcoMNaBpeEvNEB7cQ0c6ePmbLikD+Jd:
28 23qZYLQd+PMQKlioXvNEVEiJJd,"hacker_siedlung.bmp"
29 12288:GrxpWEYqprJp3715jQd+wZ9Q5oCttcoMNa6peEvNEO7cQ0c61PmbLik8+Jd:
30 2kqZbLQd+w7QKaiowvNEY5icJd,"hacker_siedlung2.bmp"

Figure 4.6.: Anti-blacklisting – Editing between Trigger Sequences for a BMP file

Figure 4.7.: Manipulation of a BMP File
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For the demonstration in figure 4.8 we have chosen the global trigger sequence BY S =

AAAJ?V 0 from table 3.1 resulting in the Base64 hash character LS6B(hth(BY S)) =

Z. The file trigger_sequences contains AAAJ?V 0 58 times in a row. We modified
hacker_siedlung.jpg using the tool jhead. The ci flag signals jhead to store the con-
tent of trigger_sequences into the comment-segment of the JPG file.

1 $ cp hacker_siedlung.jpg hacker_siedlung.backup.jpg
2

3 $ jhead -ci trigger-sequences hacker_siedlung.jpg
4 Modified: hacker_siedlung.jpg
5

6 $ ssdeep hacker_siedlung* -l
7 ssdeep,1.0--blocksize:hash:hash,filename
8 1536:WZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZwLVoUY:
9 WZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZp,"hacker_siedlung.jpg"

10 1536:ELVoUaX+ns+6iAuLNdElzt/CclGbn2OCFN8DXg1BSXHaL++:
11 E3l6ew33lG2OMBSXa6+,"hacker_siedlung.backup.jpg

Figure 4.8.: Anti-blacklisting – Adding Trigger Sequences in a JPG File (simple
version)

As the output shows, the signature is very conspicuous. “In order to generate incon-
spicuous manipulated files, we proceed as follows. For 0  k  57 we choose a random
index ik and insert the corresponding byte sequence BSik . The probability that both
the Base64 signature character of the original and manipulated file coincide is 1

26 . As
ssdeep requires a common subsequence of at least Base64 signature characters in both
signatures, the probability of automated detection of our adding trigger points attack
by ssdeep is 1

26·7 = 2�42, which is negligible.”⇤

At this point there are some small remarks. The good thing is that this approach is
extremely fast because pre-calculated trigger sequences are used. On the other hand
the file size changes. Previously we declared that 58 trigger sequences must be inserted
and thus the file size grows by 406 bytes. This can be improved by approximately 75%
if more computational power is invested. After inserting the first trigger sequence, we
slide the window by one position as it is also done by ssdeep. Typically, 1-2 new
characters are enough to obtain a new trigger sequence. Now instead of the 406 bytes
that were initially needed, 7 + 1.5 · 57 = 92.5 bytes are sufficient.

Next we present our second tool for anti-blacklisting named generateTSForBS24 (source-
code in section C.2 in the appendix). Again, this tool is only a prototype, it does not

24
package: generateTSforBS; more details in the appendix; section A.2
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change automatically the file content. All modifications have to be done manually.
Basically this attack has three stages:

1. A file ‘trigger-sequences’ is generated containing 58 trigger sequences.

2. It has to be verified that the new signature doesn’t accidentally lead to a match.

3. The trigger sequences are included into the file which depends on the file (jhead
for JPG, pdftk for PDF, no tool is needed for ASCII text files).

Figure 4.9 point out the individual working steps for inconspicuous files. First we have
to use the original ssdeep software to receive the block size, 1536. In the next step
we invoke our tool with the block size 1536, the desired number of trigger sequence
58 and redirect the standard output to a file called trigger_sequences. We include the
trigger sequences into the comment-segment using jhead. As several times before, we
check our success by invoking the pretty matching mode and a manual comparison of
the ssdeep hashes.

The new file size is verified using the ls command and shows a file growth of 410
bytes. 406 bytes grow out of the trigger sequences, 58 · 7 = 406. The remaining four
bytes are used to introduce the comment-segment to the JPG-header. As we can see
from the hex-dump, the offset of the trigger sequences is already at 0xA2. Hence, it
is very unlikely that is small area before (i.e. the JPG file header) already contains 7

trigger sequences.

PDF and JPG files have similar characteristics in terms of header information, so this
attack can partly be used for PDF. In this case the counterpart for jhead is pdftk.
Unlike jhead the new program requires a file structure for trigger_sequences as given
in figure 4.10.

A sample application is given in figure 4.11. As done previously, a trigger_sequences
file must be created and edited with gedit to look like figure 4.10. In this case we
used pdftk to insert the information.

“The output shows the downside of manipulating PDF files compared to JPG files:
In figure 4.11 our trigger sequences are inserted at the high offset 0x004b120. Since
including additional header information using pdftk changes some more bytes in the
header, this attack is still successful.”⇤
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1 $ ssdeep -l hacker_siedlung.jpg
2 ssdeep,1.0--blocksize:hash:hash,filename
3 1536:ELVoUaX+ns+6iAuLNdElzt/CclGbn2OCFN8DXg1BSXHaL++:E3l6ew33lG2OMBSXa6+,
4 "hacker_siedlung.jpg"
5

6 $ ./generateTSforBS 1536 58 > trigger_sequences
7

8 $ jhead -ci trigger_sequences hacker_siedlung.jpg
9 Modified: hacker_siedlung.jpg

10

11 $ ssdeep -p hacker_siedlung.jpg.backup hacker_siedlung.jpg
12 $ ssdeep -l hacker_siedlung.jpg.backup hacker_siedlung.jpg
13 ssdeep,1.0--blocksize:hash:hash,filename
14 1536:ELVoUaX+ns+6iAuLNdElzt/CclGbn2OCFN8DXg1BSXHaL++:
15 E3l6ew33lG2OMBSXa6+,"hacker_siedlung.jpg.backup"
16 1536:mG+OGOmu1VIAET7HSBZJhMfLbuuVV1wssHaq66y6pwwk0o7HDGlddwrHr/PoLVo9:
17 mG+OGEVGHNVV1mHaq66yewLHDvg3l6eQ,"hacker_siedlung.jpg"
18

19 $ ls -la hacker_siedlung.jpg hacker_siedlung.jpg.backup
20 -rw-r--r-- 1 user user 68650 2011-01-16 13:18 hacker_siedlung.jpg.backup
21 -rw-r--r-- 1 user user 69060 2011-02-02 13:37 hacker_siedlung.jpg
22

23 $ xxd hacker_siedlung.jpg | less
24 0000000: ffd8 ffe0 0010 4a46 4946 0001 0101 0048 ......JFIF.....H
25 0000010: 0048 0000 ffdb 0043 0005 0304 0404 0305 .H.....C........
26 . . .
27 0000090: 1e1e 1e1e 1e1e 1e1e 1e1e 1e1e 1e1e fffe ................
28 00000a0: 019f 4141 4141 4158 2b41 4141 4142 4b78 ..AAAAAX+AAAABKx
29 00000b0: 4141 4141 424d 5a41 4141 4142 504d 4141 AAAABMZAAAABPMAA
30 . . .
31 0000220: 5543 4e41 4141 4155 4641 4141 4141 556f UCNAAAAUFAAAAAUo
32 0000230: 7a41 4141 4155 744f 4141 4141 557a 35ff zAAAAUtOAAAAUz5.
33 0000240: c000 1108 01c9 02bc 0301 2200 0211 0103 ..........".....

Figure 4.9.: Anti-blacklisting – Adding Trigger Sequences in a JPG File

1 InfoKey: Comment
2 InfoValue: <sequence of trigger points>

Figure 4.10.: pdftk Metadata File
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1 $ ./generateTSforBS 6144 58 > trigger_sequences
2

3 $ gedit trigger_sequences
4

5 $ pdftk gesetz.pdf update_info trigger-sequences output gesetz2.pdf
6

7 $ ssdeep gesetz* -l
8 ssdeep,1.0--blocksize:hash:hash,filename
9 6144:nXC0Gn+dk4awUYz3vWZJ79o1zO4aj9G8YJvKIc/Ky:

10 XFxrXFbkJ7umj9ysL/Ky,"gesetz.backup.pdf"
11 6144:US8OqktJ5aHqIhfv2THAFI9cN4Z8WPYJP6iJrbuVV1mHn55v:
12 UbA/Exx0HAOn8f0sOVV1G55v,"gesetz.pdf"
13

14 $ xxd gesetz.pdf | less
15 0000000: 2550 4446 2d31 2e35 0a25 e2e3 cfd3 0a31 . . .
16 004b120: 6279 2031 5433 5854 292f 436f 6d6d 656e by 1T3XT)/Commen
17 004b130: 7428 4141 4141 4158 2b41 4141 413f 706f t(AAAAAX+AAAA?po
18 004b140: 4141 4141 3f77 6641 4141 413f 7948 4141 AAAA?wfAAAA?yHAA
19 004b150: 4141 4366 6d41 4141 4143 6f46 4141 4141 AACfmAAAACoFAAAA
20 . . .
21 004b2b0: 5574 4f41 4141 4155 7a35 4141 4141 566a UtOAAAAUz5AAAAVj
22 004b2c0: 4f41 4141 4157 4473 4141 4141 574b 6a29 OAAAAWDsAAAAWKj)
23 004b2d0: 2f4d 6f64 4461 7465 2844 3a32 3031 3130 /ModDate(D:20110
24 . . .

Figure 4.11.: Anti-blacklisting – Adding Trigger Sequences in a PDF File

4.2.5. Semantic attacks

For completeness we also tried some semantic attacks. In our point of view semantic
attacks are scenarios where we modify the content of a file on a higher level, e.g.
modifying a JPG with Gimp/Photoshop or convert them using imageMagick. These
changes are based on complex third party programs.

For instance, we have different opportunities modifying a JPG file. One issue is to
rotate the image from the command line with imagemagick, e.g. convert origi-
nal.jpg -rotate 1 new.jpg25. Another idea is to change the color-, brightness- or
contrast-settings which could be easily done with an image processing application.
Anyway, there are a lot of possibilities of how to change an image so that on the
one hand a human observer won’t recognize the change and on the other hand hash-
functions including ssdeep will be powerless.

From our point of view jhead doesn’t work on a semantic level, as it only insert some
header information. Knowing the meaning of each byte in the JPG-header, this attack
can be done using dd and a bash-script.

25
command entered in an Ubuntu 10.04 terminal
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For the reminder of this paper we will not concentrate on semantic attacks. To uncover
these specific attacks, we will need some type-specific similarity finder, like it’s done
in X-Ways for images.

4.3. Anti-Whitelisting on CTPH

This section describes two issues for generating false positives, i.e. how to modify a
file F2 to appear like a file F1 despite the fact that they are completely different and
without the same origin. As with anti-blacklisting, the files are changed as slightly as
possible. More generally we can say that we improved the attacks to receive a given
signature.

1. Editing Input to receive a given Signature is the counterpart of Editing between
Trigger Sequences and perform aimed changes instead of random ones. The basis
is a brute-force attack against the LS6B of the traditional hash. Again this
approach is suitable for text files and bitmap images.

2. Add Input to receive a given Signature proceeds similar to Adding Trigger Se-
quences and will add specific trigger sequences to receive a given signature. This
approach is easily applicable to ACSII, JPG and partly for PDF-files.

In contrast to anti-blacklisting there is a requirement about the file size which have
to be approximately the same to receive a comparable block size. As ssdeep doesn’t
care about meta-data/file-headers in a special way, even file types can be different.
Nevertheless, the file extension should be the same to avoid the curiosity of an inves-
tigator.

4.3.1. Editing Input to receive a given Signature

Like the anti-blacklisting attack Editing between Trigger Sequences, the idea is to
manipulate one or two bytes within each chunk, but to preserve the location of all
trigger points. Again, we do not want to change the location of trigger sequences and
need chunks with at least 8 bytes. Our aim is a match score above a given threshold but
lower than 100% which could be easily unmasked with cryptographic hash-functions.

The ssdeep signature of length l is created by concatenating Base64 hash characters
where l is at most 64. The Base64 hash character Ci at position i (0  i < l � 1) is

52



4. Experimental Work for Attacks

obtained as follows: calculate Kornblum’s traditional hash hth of the chunk cki and use
the least significant 6 bits LS6B. We denote this by Ci = LS6B(hth(cki)). If the length
l of a signature is 64, it is possible that C63 result from LS6B(hth(ck63+0ck63+1 . . . ck63+z

EOF )) where z is the amount of all chunks after 63 until End-Of-File. For instance,
if a file has 80 trigger sequences, then the first 63 are processed as is well known and
all others are combined and proceeded together.

Because of LS6B there are 26 = 64 possibilities for each chunk. Let us assume an
equally distributed hth, then changes within 6 bits are sufficient to receive any desired
Base64 hash character. To put it simply: it is sufficient to modify one character/byte
(i.e. 8 bits) to obtain a desired Base64 hash character. Of course, in this case the
manipulated file will differ a little bit more, e.g. a bitmap could have up to 64 interfering
pixels.

For simplicity, we assume two signatures with an equal-length of l, i.e. the signature
of file F1 and a given signature Sig have the same length. Let Si be the Base64 hash
characters of Sig at position i.

ASCII files: Let cki = BY0BY1 · · ·BYm�1 denote the currently processed chunk and
we assume m � 8. j is the index of the byte we manipulate initialized with j = m� 8

(i.e. the byte right before the trigger sequence). We compute hth(BY0BY1 . . . BYj�1)

and denote this result as TMP . Next, we replace BYj by any other printable ACSII
character and finish the computation C 0

i = LS6B(TMP � hth(BYjBYj+1 . . . Bm�1))

where � combines two hth hash-values and C 0
i is the new Base64 hash character. If C 0

i

is equal to Si we stop, otherwise we try another ASCII character for BYj. We point
out that TMP need not to be computed again. We do so for all i.

For instance, we take the string given below. The trigger sequence is marked by a
light gray and the brute forced character is marked with a dark gray. We calculate
hth(HELL) and store it to TMP . Next, we replace O by any other character (e.g.
P) and compute C 0 = LS6B(TMP � hth(P_MY _WOR)). If C 0 is equal to the given
Base64 hash character we stop. Otherwise we have to try Q,R,S,... instead of O.

H E L L O _ M Y _ W O R L D

A sample application is given in figure 4.12. The tool anti-wl-ei needs the desired
signature, the file and the printing mode (i.e. h is hex, a is ASCII). After changing the
block size, the tool suggests the changes, i.e. the 20th trigger sequence is ���122� and
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the suggested change is to replace the � before the trigger sequence by a h. A sample
output of what it will look is given by look like.

1 $ ./anti-wl-ei ABCDEFGHIJKLMNOPQRSTUVWXYZabcdefghijklmnopqrstuvwxyz0123456789
2 Msdosdrv.txt a
3 block size: 768
4 0. TS: ->|d reass| -> changed n to p look like: , apd reass
5 1. TS: ->|ues. Th| -> changed l to S look like: vaSues. Th
6 . . .
7 -------------bs-changed----------------
8 block size: 384
9 . . .

10 20. TS: ->| 122 | -> changed to h look like: h 122
11 21. TS: ->| 50 | -> changed to a look like: a 50
12 22. TS: ->| 59 | -> changed to c look like: c 59
13 23. TS: ->|not aff| -> changed to z look like: oesznot aff
14 24. TS: ->|ed by a| -> changed d to A look like: loaAed by a
15 25. TS: ->|adapter| -> changed to q look like: layqadapter
16 26. TS: ->|adapter| -> changed to y look like: layyadapter
17 28. TS: ->|nd the | -> changed a to v look like: ts vnd the
18 29. TS: ->|adapter| -> changed to S look like: laySadapter
19 . . .
20 done

Figure 4.12.: Anti-whitelisting – Editing Input in an ACSII File

Bitmap files: The proceeding for bitmaps is quite similar to ASCII files. Once again
we look for the byte before the trigger sequence called BYj and brute force it. We
replace as follows: BYj  � (BYj + 1) mod 255.

Statistically an attack should be successful after 32 trials for BYj. As we preserve
TMP , we only need to compute LS6B(TMP �hth(BYiBYj+1 . . . Bm�1)) and compare
the result against Si. Thus we need 8 · 32 · 64 hth calculations for a signature with 64
characters.

4.3.2. Add Input to receive a given Signature

In Adding Trigger Sequences from anti-blacklisting we inserted randomly pre-calculated
global trigger sequences to destroy the similarity. In the following we select the trigger
sequences based on a given signature. The aim is a match score above a given threshold
t but lower than 100% which could be easily unmasked with cryptographic hash-
functions.
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For a know-to-be-bad file F2, we need to find a signature on a whitelist which has
the same block size and a long signature (i.e. 64 would be best). Algorithm 4.3 is the
pseudocode for the following proceeding: Take each character of the whitelist-signature
and lookup a global trigger sequence which produces the same character. Add all these
trigger sequences in a row and check for unexpected trigger sequence while sliding from
one to another. In this case we replace one of them. In the last step we add them to
F2.

Algorithm 4.3 Pseudocode for finding Trigger Sequences
signature = "signatureToFake"
position = 0
lastWd = ""

for all byte_sequences_length_7 do
if byte_sequence % bs != bs - 1 then

continue
end if
window = byte_sequence

char  getBase64CharForWindow(window)
if char != signature[position] then

continue
end if

if hasTriggerPointInTransition(window, lastWd) == 1 then
continue

end if

position++
lastWd  window
print(window)

if position == lengthOf(signature) then
return

end if
end for

Depending on t it might be necessary to make use of the Editing between Trigger
Sequences since the first and the last trigger-sequence won’t produce the desired results.
For instance, let cka be the first chunk triggered by an trigger sequence BY Sa which
we added. We add a new character X right before BY Sa and invoke Editing between
Trigger Sequences. The result is a new character X 0 and we will have a higher match
score.
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generateTSforBS26 is a software to generate trigger sequences based on a given sig-
nature. To invoke the software we need to pass two arguments: the block size and the
desired signature. The the tool uses algorithm 4.3 to generate the trigger sequences.

A sample application is given in figure 4.13. In the first step we built a whitelist
containing a valid ssdeep hash with 64 characters. We create a backup of our file and
run a test against the whitelist to demonstrate that there is no match in the beginning.
Next, we use our tool with two parameters: the block size of 1536 and the signature
we like to have. Using >trigger_sequenes we redirect the standard output and write
everything into a file.

Once again, we use jhead to include the trigger sequences into hacker_siedlung.jpg. As
expected the ssdeep hash is completely identical except for the first and last Base64
hash character. A new comparison with the whitelist result in a 99% match.

1 $ cat whitelist
2 ssdeep,1.0--blocksize:hash:hash,filename
3 1536://///++++++IMF++Conference++in++Stuttgart++May++2011+++++++/////:
4 ababababababababababababab,"good-file.jpg"
5

6 $ cp hacker_siedlung.jpg hacker_siedlung.jpg.backup
7

8 $ ssdeep -m whitelist -l hacker_siedlung.jpg
9

10 $ ./generateTSforBS 1536 /////++++++IMF++Conference++in++Stuttgart++
11 May++2011+++++++///// > trigger_sequences
12

13 $ jhead -ci trigger_sequences hacker_siedlung.jpg
14 Modified: hacker_siedlung.jpg
15

16 $ ssdeep hacker_siedlung.jpg -l
17 ssdeep,1.0--blocksize:hash:hash,filename
18 1536:+////++++++IMF++Conference++in++Stuttgart++May++2011+++++++////f:
19 U/31F++IY9nfEe+hMutqMfm+qw+Jx+vH,"hacker_siedlung.jpg"
20

21 $ ssdeep -m whitelist -l hacker_siedlung.jpg
22 hacker_siedlung.jpg matches RDS:good-file.jpg (99)

Figure 4.13.: Anti-whitelisting – Adding Trigger Sequences in a JPG File

26
package: generateTSForBS; more details in the appendix; section A.2
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4.4. Attack-comparison

All addressed attacks have different strengths and weaknesses, which are discussed
below. Some of them can be fixed as will be shown in chapter 5, others can be ignored.

First, we concentrate on Anti-Blacklisting on CTPH for which we discovered four
possibilities. The concept about Blow up the File is probably the simplest and also
most unsatisfactory method. It requires no preparation, only some long strings which
can be added to the original file. However, this approach is not profitable and eye-
catching because of the increasing file size. But we should keep in mind that this issue
could be used the other way round, e.g. just add the secret information somewhere in
a very large known-to-be-good file.

Editing Trigger Sequences is based on finding and changing these sequences wherefore
we need some calculations. The modification itself is very easy. The resulting files are
still readable, although they contain some faults, e.g. in grammar or spelling. The
drawback is that we need to do a lot of changes. Editing between Trigger Sequences,
which is based on the fact that a lot of small changes all over the file will cause a
different signature, is easier. A simplification is possible due to the substring problem.
A minus is that both approaches are not usable for JPG and PDF.

Adding Trigger Sequences is the most promising approach, as it is possible to pre-
calculate trigger sequences. For blacklisting the trigger sequences can either be added
at the beginning of the file or distributed over the whole file. A drawback is that this
is easy detectable as is shown in the next chapter.

As already said in the relating section, we do not expect a fuzzy hash-function to
identify files that have been modified on a semantic level. Therefore some customized
algorithms are needed which normally only solve this problem and couldn’t be used
for piecewise hashing.

Next, we have a closer look at the two concepts for Anti-Whitelisting on CTPH, where
the problem of file types arise again. In contrast to blacklisting, both attacks need
more calculations. The downside of Editing Input to receive a given Signature are the
usability for binary files and the bondage to the input, i.e. no pre-calculations are
possible. On the other hand, this approach does not necessarily lead to a change of
the file size which could be relevant if a future version of ssdeep includes metadata-
comparison, e.g. the NSRL-List contains the file size (see section 2.5).
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The benefits from above are the drawbacks from Add Input to receive a given Signature
and vice-versa. It is possible to generate a database containing block size, Base64 hash
character and trigger sequence. Afterwards, every file can be changed easily with some
table-lookups. On the other side there are two disadvantages. For one thing, the file size
is changed and for another thing the distribution of these points is very conspicuous,
i.e. they are all located at the beginning of a file.

Comparing the approaches for blacklisting and whitelisting, they are based on the
same fundamentals. On the one hand we add a random trigger sequence to destroy the
signature, on the other hand we add a specific one to receive a desired signature. A
similar detection can be found by editing content where we also distinguish between
random vs. specific changes.
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5. Experimental Work for Improvements

Once we have identified the shortcomings in the previous chapter, this section attempts
to find improvements. First, there is a little performance improvement just by moving
a clamp. Then we present a new pseudo-random function in section 5.2

In Attacks Improvements we suggest an improvement for our Add Input to receive a
given Signature attack. As we also find one bug in the signature comparison, this is
discussed in section 5.4. In the last section we present some general thoughts about
comparing similar files.

5.1. CTPH Performance

The performance is extremely important for hash-functions. In the case of ssdeep an
improvement can be simply achieved by relocating a clamp.

Global Trigger Sequences proved that there is a dependency between the block sizes.
In other words: Let X be any valid input for PRF . If PRF (X) ⌘ �1 mod bs then
it is possible that PRF (X) ⌘ �1 mod 2bs. But if PRF (X) 6⌘ �1 mod bs, then it is
impossible that PRF (X) ⌘ �1 mod 2bs.

As shown in listing 5.1, Kornblum disregarded this within his implementation. Both
if-conditions are checked very time, whereby ‘every time’ means, at least one time for
all input bytes. The condition is based on two multiplications, one subtraction, one
modulo-operation and the comparison itself. If we nest the second if-condition into the
first one, this could save almost 5 · lengthOfInput operations.

1 // fuzzy.c - line 170-200:
2 // ctx->h is the current hash-value of the window
3 if (ctx->h % ctx->block_size == (ctx->block_size-1)) {
4 /* - hit a reset point for blocksize
5 - hash all chacaters in the piece of the message */
6 }
7
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8 /* this produces a second signature with a block size of block_size*2. */
9 if (ctx->h % (ctx->block_size*2) == ((ctx->block_size*2)-1)) {

10 /* - hit a reset point for blocksize*2
11 - hash all chacaters in the piece of the message */
12 }

Listing 5.1: Hitting a Trigger Point for block size or doubled block size

Table 5.1 shows the results of a performance test. For testing we used a 50MiB and
a 100MiB file created from /dev/urandom/. Each file was processed 5 times in a row.
We only measure the calculation time for the hash-values, no program initialization,
i.e. the operations between fuzzy.c line 227-230. As the times show, there is an
approximately improvement of 0.3 seconds per 100MB.

off on

50 MiB

2 sec 390606 msec 2 sec 269720 msec
2 sec 105061 msec 1 sec 979358 msec
2 sec 107173 msec 1 sec 973747 msec
2 sec 109581 msec 1 sec 971206 msec
2 sec 111927 msec 1 sec 972162 msec

100 MiB

4 sec 525041 msec 4 sec 236197 msec
4 sec 268398 msec 3 sec 937199 msec
4 sec 213620 msec 3 sec 938987 msec
4 sec 216278 msec 3 sec 928576 msec
4 sec 233810 msec 3 sec 929014 msec

Table 5.1.: Performance Measurement

5.2. Pseudo-Random Function

Section 4.1 has shown that Kornblum’s pseudo-random function fails several random-
ness tests. The two own frequency-tests, one for the PRF value and one for the trigger
sequences, showed that it might be possible to improve the functionality. At least the
third theoretical test, next number test, could be easily improved by adding a new
register or shift operations which influence the upper bits.

In algorithm 5.4 we present an improved PRF with respect to both efficiency and
randomness. We have two main differences. First, the registers h2 and h3 have an
initial value. Second, we changed the shifting of the registers as follows:
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• h2 is called a right-shifting-register. A new character is added in the higher bits
(on the left side, i.e. c << 24) and then shifted to the right.

• h3 is called a left-shifting-register. A new character is added in the lower bits
(on the right side) and then shifted to the left.

The multiplication of the h1 register makes h1 more powerful, i.e. it influences more
bits.

Algorithm 5.4 Pseudocode of the new Pseudo-Random Function
h1, h2, h3, c are unsigned 32-bit values
h2 = 0x81a5c9f3 . chosen by best practice
h3 = 0xa51fbc31 . chosen by best practice
window is an array of 7

to update the PRF for a byte c

h1 = h1 + c
h1 = h1 - windows[n mod 7] . h1: is the sum of the bytes in the window

h2 = (h2 » 5) � (c « 24) . h2: right-shift; new c influence higher bits

h3 = (h3 « 5) � c . h3: left-shift; new c influence lower bits

window [n mod 7] = c
n = n + 1

return h3 � h2 � (h1*0x7ffffff) . 0x7fffffff = 231 � 1 (Euler)

Table 5.2 and table 5.3 show a comparison of both pseudo-random functions. Especially
for the second test, the results could be improved for every file. A detailed explanation
of all values is given at the end of section 4.1.

Besides the randomness, we also improved the performance as it is shown in table
5.4. We point out that the results are only based on PRF and not the whole ssdeep
workflow27, i.e. they are not comparable with table 5.1 from section 5.1.

The disadvantage of the new PRF is that it is not as flexible as the old one. If there is
a change of the window size (=7 in Kornblum’s rolling hash), all shift-operations and
the multiplication have to be changed.

27
package: rHPerformance; more details in the appendix; section A.2
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Msdosdrv.txt hacker.jpg hacker.bmp gesetz.pdf
old new old new old new old new

expected value 59.35 59.35 44.69 44.69 60.0 60.0 51.12 51.12
standard dev. 124.39 120.81 6.83 6.65 27.62 22.50 53.07 54.69
min. amount 19 17 22 23 21 24 23 20
max. amount 2031 1984 84 95 426 309 2055 2181

Table 5.2.: Test 1: New vs. Old PRF

Msdosdrv.txt hacker.jpg hacker.bmp gesetz.pdf
old new old new old new old new

possible values 45582 45582 68650 68650 959754 959754 314077 314077
1 time 20844 20888 68581 68583 617632 617632 271186 271202
repetitions 24694 24694 65 65 342034 342034 42869 42869
2 times 22 0 2 1 216 44 11 3
3 times or more 0 0 0 0 1 0 0 0

Table 5.3.: Test 2: New vs. Old PRF

old new

100 MiB

2 sec 527519 msec 1 sec 814968 msec
2 sec 204430 msec 1 sec 892178 msec
2 sec 222300 msec 1 sec 817345 msec
2 sec 476963 msec 1 sec 850076 msec
2 sec 263307 msec 1 sec 809587 msec

50 MiB

1 sec 659221 msec 0 sec 891254 msec
1 sec 159536 msec 0 sec 895482 msec
1 sec 68835 msec 0 sec 911760 msec
1 sec 63804 msec 0 sec 898916 msec
1 sec 60671 msec 0 sec 900254 msec

Table 5.4.: Performance: New vs. Old PRF
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5.3. Attacks Improvements

First, we look at the substring problem and demonstrate why we cannot remove it (at
least for Kornblum’s comparison algorithm). Second, we concentrate on adding trigger
sequences for whitelisting and suggest a possible improvement.

5.3.1. Substring-Problem

Again, the weakness is that two compared signatures need ‘a common substring of
length window (i.e. 7)’. Thus we need a new signature-comparison-algorithm or at
least a removal of this clause.

Figure 5.1 demonstrates that this condition is necessary to reduce the false pos-
itives. We removed lines 477 to 479 from fuzzy.c which are responsible for the
substring check and compared two completely different files. We created a file from
/dev/urandom with the same size and received a match score of 24%.

Another possibility is to reduce the value ‘common substring’ to five or even lower. In
case of an attack, 13 instead of 10 changes need to be made in order to avoid generating
a match - that is still acceptable.

1 $ dd if=/dev/urandom of=random bs=1 count=68650
2 68650+0 records in
3 68650+0 records out
4 68650 bytes (69 kB) copied, 0.358415 s, 192 kB/s
5

6 $ ssdeep -l random hacker_siedlung.jpg
7 ssdeep,1.0--blocksize:hash:hash,filename
8 1536:X8UAYxRpUkKc3L+Xik+oxos8A8T4UKYEII2cNx6HU6rWeDdcgBC:
9 X8gxRpUkKcuZ+eoB19I3206yeR7C, "random"

10 1536:ELVoUaX+ns+6iAuLNdElzt/CclGbn2OCFN8DXg1BSXHaL++:
11 E3l6ew33lG2OMBSXa6+,"hacker_siedlung.jpg
12

13 $ ssdeep -l -p random hacker_siedlung.jpg
14 test-files/random matches test-files/hacker_siedlung.jpg (24)
15 test-files/hacker_siedlung.jpg matches test-files/random (24)

Figure 5.1.: Comparison without ‘Substring-Problem’

Maybe we need some new comparison algorithm as it is suggested in section 2.4.5.
Another idea is to use the Hamming distance for the comparison between two sig-
natures. According to [SS10b, p177++], the Hamming distance of two codewords
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~x = (x1, x2, ...xn)T and ~y = (y1, y2, ...yn)T of the binary numbers 0, 1 is the num-
ber of differences between ~x and ~y:

dh(~x, ~y) := |{i|xi 6= yi, i = 1, ..., n}|.

This is a simple method for comparing two strings with the disadvantage that only
strings with the same length can be examined. Of course, it is possible to obtain an
equal length by adding or removing some characters. But the main problem is that if
we remove/add one trigger sequence, the whole signature shifts and the result will be
a non-match.

5.3.2. Adding Trigger Sequence

This section describes how to recognize Add Input to receive a given Signature attacks.
The attack was based on: generate trigger sequences, concatenate them and place them
in the beginning of the file. Hence, all trigger sequences are in a row. There are two
opportunities for unmasking:

1. It is possible to count how often the last Base64 hash character of the signature
is overwritten. In an unmodified file we expect that there are about 64 characters
and the last one isn’t overwritten. Adding some tolerance we can say: if the last
character is overwritten more than 15 times, the input was maybe modified.

2. Another possibility is by evaluating the distances between each trigger sequence.
All trigger sequences are piled up at the beginning of a file instead of being evenly
spread. Normally, we expect about lengthOfInput/64 characters between each
window. The idea is to count all characters between two trigger sequences and
if they are lower than a given threshold, increase the assumedManipulation-
counter. If we have a lot of assumedManipulation, we can print a warning. A
sample coding is given in listing 5.2.

1 //add to fuzzy.c line 60
2 static int assumedManipulation = 0;
3 static int sizeBetweenWindow = 0;
4

5 //add to fuzzy.c line 169
6 sizeBetweenWindow++;
7

8 //add to fuzzy.c line 171
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9 if(sizeBetweenWindow<ctx->total_chars / 64 ){
10 assumedManipulation++;
11 if(assumedManipulation > 10){
12 printf("there might be a manipulations. %i trigger points have a short

distance", assumedManipulation);
13 }
14 } else {
15 assumedManipulation = 0;
16 }
17 sizeBetweenWindow = 0;

Listing 5.2: Attack Detection – Add Input to receive a given Signature

5.4. Signature Comparison Bug

This bug was explained in section 3.4.5. The problem is that there may be a 100%
match, although the block size differs and thus the files are necessarily different.

We found two simple approaches to avoid this:

1. It is possible to shorten signature2 by one character. Thus the second signature
is only allowed to have 31 Base64 hash characters and this can never result in a
100% match.

2. It is possible to subtract a fixed value from the match-score if there is a compar-
ison between signature and signature2.

5.5. General Ideas

In this section, two general ideas are discussed. First, it would be possible to fo-
cus on the content of a file, and second, it would be possible to incorporate meta-
information.

Apart from BMP and ACSII files, most of the files cannot be changed everywhere.
without destroying them. Thus we can try to focus on the content of a file. In case of
a JPG, we ignore the header information or consider them separately.

65



5. Experimental Work for Improvements

In addition to the information in datasets like RDS, we could save the file type. This
does not mean that we store the file extension like *.jpg. It is more like a magic number,
e.g. 0xFF D8 for JPGs.

Naturally, if a fuzzy hash-function works properly, these improvements should not be
needed.
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6. Conclusion

In the course of this paper, we have dealt with the security aspects of Kornblum’s con-
text triggered piecewise hashing in context of blacklisting and whitelisting. In short,
CTPH is not suitable as a ‘cryptographic similarity hashing function’. There are vul-
nerabilities that are easily exploitable, e.g. changing or adding a few characters will
change the hash completely.

In terms of blacklisting we presented four different attacks which negate the effect of
ssdeep. Especially Editing between Trigger Sequences and Adding Trigger Sequences
are promising and efficient approaches. An active adversary can do anti-blacklisting
‘on-the-fly’ which is unacceptable.

Additionally, we demonstrate that ssdeep hashes can be manipulated to any desired
hash-value in Anti-Whitelisting on CTPH. This also makes ssdeep useless for whitelist-
ing in context of a cryptographic fuzzy hash-function.

Subsequently we discussed the efficiency and randomness of the pseudo random func-
tion aka rolling hash. Here, we have been able to develop a new function, which is
more efficient and more random.

The main conclusion of this thesis is that piecewise hashing is not a very promising
approach. It will always be possible to flip one bit in each chunk, which results in a
different hash-value. In order to create a viable new fuzzy hash function, it will be
necessary to find a different approach.
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7. Future work

Basically the future work can be divided into two directions. On one hand, we can try
to improve piecewise hashing to make it more reliable. On the other hand, we can try
to find a new method for fuzzy-hashing.

First some potential areas of improvement:

1. Before running ssdeep, we could invoke a secret shuffle function which mixes up
the input. In this case ‘secret’ means that only investigators are in possession of
this function. It is doubtful, if global databases like RDS can be maintained.

2. We can use metadata in order to restrict the results further, e.g. files must have
a similar size and an identical file type.

3. Combine the results from ssdeep with some further mathematical statistics as
it is suggested in [SLC+09].

As said in the conclusion, it is doubtful if piecewise hashing can fulfill the expectations
of fuzzy-hashing. From our point of view there are two further possibilities:

1. We have to search for new methods that are similar to cryptographic hash-
functions and process the input en bloc.

2. In order to use cryptographic hash-functions it is conceivable that an extract-
function can select for important features, e.g. we can use the ‘Fast Fourier
Transformation’ to skip the header information. The main challenge here is to
find an extract-function for every file type.

All in all, a lot of research is still required to create a fuzzy hash-function that fulfills the
essential security requirements. Perhaps it would be necessary to distinguish between
cryptographic and non-cryptographic fuzzy hash-functions like ssdeep. Further work
would require a clear definition of security aspects that should be considered.
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Glossary

CTPH context triggered piecewise hashing

FNV Fowler/Noll/Vo hashing algorithm

LSB least significant bits

NIST National Institute of Standards and Technology

NSRL National Software Reference Library

RDS reference data set
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A. Content of the CD

This section explains the content of the CD.

A.1. Folder Bib

This folder contains most of the used sources. Besides all used pdf files, it contains
some ‘screenshots / pdf-prints’ of the web pages we used. They are listed by date, if
it was available, and the title.

A.2. Folder Sourcecode

This folder contains an the Eclipse Workspace. All coding is done in C.

There are the following packages:

anti-bl-ebtp Anti-Blacklisting Editing Between Trigger Points

anti-wl-ei Anti-Whiteliting Editing Input to receive a given signature

generateTSforBS Anti-Blacklisting / Anti-Whitelisting, generates trigger sequences
for a given block size.

rHPerformance testing the performance of PRF

rHWriter write the trigger sequence into a file, was need to use the NIST framework

ssdeep_unmodified original version of ssdeep

ssdeepWithoutSubProb without the substring problem
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A.3. Folder Files

This folder contains all additional files like the non-RDS-file for ssdeep, the files we
used for attacking and the ssdeep-sourcecode.

B. Pseudo-random Number Generator Framework

The following quotes are from [RSN+10, chapter 2] and describe the tests of the pseudo-
random number generator (PRNG) framework from NIST. Some detailed explanations
including examples are given in the original report.

Frequency (Monobit) Test: The focus of the test is the proportion of zeroes and
ones for the entire sequence. The purpose of this test is to determine whether the
number of ones and zeros in a sequence are approximately the same as would be
expected for a truly random sequence. The test assesses the closeness of the fraction
of ones to 1/2, that is, the number of ones and zeroes in a sequence should be about
the same. All subsequent tests depend on the passing of this test.

Frequency Test within a Block: The focus of the test is the proportion of ones
within M-bit blocks. The purpose of this test is to determine whether the frequency
of ones in an M-bit block is approximately M/2, as would be expected under an
assumption of randomness. For block size M=1, this test degenerates to test 1, the
Frequency (Monobit) test.

Runs Test: The focus of this test is the total number of runs in the sequence, where
a run is an uninterrupted sequence of identical bits. A run of length k consists of
exactly k identical bits and is bounded before and after with a bit of the opposite
value. The purpose of the runs test is to determine whether the number of runs of

Tests for the Longest-Run-of-Ones in a Block: The focus of the test is the longest
run of ones within M-bit blocks. The purpose of this test is to determine whether
the length of the longest run of ones within the tested sequence is consistent with
the length of the longest run of ones that would be expected in a random sequence.
Note that an irregularity in the expected length of the longest run of ones implies
that there is also an irregularity in the expected length of the longest run of zeroes.
Therefore, only a test for ones is necessary
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The Binary Matrix Rank Test: The focus of the test is the rank of disjoint sub-
matrices of the entire sequence. The purpose of this test is to check for linear de-
pendence among fixed length substrings of the original sequence.

The Discrete Fourier Transform (Spectral) Test: The focus of this test is the peak
heights in the Discrete Fourier Transform of the sequence. The purpose of this test is
to detect periodic features (i.e., repetitive patterns that are near each other) in the
tested sequence that would indicate a deviation from the assumption of randomness.
The intention is to detect whether the number of peaks exceeding the 9% threshold
is significantly different than 5%.

Non-overlapping Template Matching Test: The focus of this test is the number
of occurrences of pre-specified target strings. The purpose of this test is to detect
generators that produce too many occurrences of a given non-periodic (aperiodic)
pattern. For this test and for the Overlapping Template Matching test of Section
2.8, an m-bit window is used to search for a specific m-bit pattern. If the pattern is
not found, the window slides one bit position. If the pattern is found, the window
is reset to the bit after the found pattern, and the search resumes.

Overlapping Template Matching Test: The focus of the Overlapping Template Match-
ing test is the number of occurrences of pre-specified target strings. Both this test
and the Non-overlapping Template Matching test of Section 2.7 use an m-bit win-
dow to search for a specific m-bit pattern. As with the test in Section 2.7, if the
pattern is not found, the window slides one bit position. The difference between this
test and the test in Section 2.7 is that when the pattern is found, the window slides
only one bit before resuming the search.

Maurer’s "Universal Statistical" Test: The focus of this test is the number of bits
between matching patterns (a measure that is related to the length of a compressed
sequence). The purpose of the test is to detect whether or not the sequence can be
significantly compressed without loss of information. A significantly compressible
sequence is considered to be non-random.

The Linear Complexity Test: The focus of this test is the length of a linear feed-
back shift register (LFSR). The purpose of this test is to determine whether or not
the sequence is complex enough to be considered random. Random sequences are
characterized by longer LFSRs. An LFSR that is too short implies non-randomness.

Serial Test: The focus of this test is the frequency of all possible overlapping m-bit
patterns across the entire sequence. The purpose of this test is to determine whether
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the number of occurrences of the 2m m-bit overlapping patterns is approximately
the same as would be expected for a random sequence. Random sequences have uni-
formity; that is, every m-bit pattern has the same chance of appearing as every other
m-bit pattern. Note that for m = 1, the Serial test is equivalent to the Frequency
test of Section 2.1.

Approximate Entropy Test: As with the Serial test of Section 2.11, the focus of this
test is the frequency of all possible overlapping m-bit patterns across the entire
sequence. The purpose of the test is to compare the frequency of overlapping blocks
of two consecutive/adjacent lengths (m and m+1) against the expected result for a
random sequence.

Cumulative Sums (Cusums) Test: The focus of this test is the maximal excursion
(from zero) of the random walk defined by the cumulative sum of adjusted (-1,
+1) digits in the sequence. The purpose of the test is to determine whether the
cumulative sum of the partial sequences occurring in the tested sequence is too
large or too small relative to the expected behavior of that cumulative sum for
random sequences. This cumulative sum may be considered as a random walk. For
a random sequence, the excursions of the random walk should be near zero. For
certain types of non-random sequences, the excursions of this random walk from
zero will be large.

Random Excursions Test: The focus of this test is the number of cycles having ex-
actly K visits in a cumulative sum random walk. The cumulative sum random walk
is derived from partial sums after the (0,1) sequence is transferred to the appropri-
ate (-1, +1) sequence. A cycle of a random walk consists of a sequence of steps of
unit length taken at random that begin at and return to the origin. The purpose of
this test is to determine if the number of visits to a particular state within a cycle
deviates from what one would expect for a random sequence. This test is actually a
series of eight tests (and conclusions), one test and conclusion for each of the states:
-4, -3, -2, -1 and +1, +2, +3, +4.

Random Excursions Variant Test: The focus of this test is the total number of times
that a particular state is visited (i.e., occurs) in a cumulative sum random walk. The
purpose of this test is to detect deviations from the expected number of visits to
various states in the random walk. This test is actually a series of eighteen tests
(and conclusions), one test and conclusion for each of the states: -9, -8, ..., -1 and
+1, +2, ..., +9.
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C. Implementations

C.1. Rolling Hash Randomness

This class is used to test the randomness of rolling hash. It contains the two self-made
tests and the writing-function for NIST which creates an ASCII-file containing zeros
and ones.

1 /* Frank Breitinger 16.11.2010 */
2

3 #include <stdio.h>
4 #include <stdint.h>
5 #include <stdlib.h>
6 #include <string.h>
7 #include <math.h>
8 #include <time.h>
9

10 #include <sys/types.h>
11 #include <sys/stat.h>
12 #include <inttypes.h>
13

14 #define HASH_PRIME 0x01000193
15 #define HASH_INIT 0x28021967
16

17 #define MIN_BLOCKSIZE 3
18 #define FILENAME "file"
19 #define ROLLING_WINDOW 7
20 #define SPAMSUM_LENGTH 64
21

22 //#define DATEINAME "haha"
23 //#define DATEINAME "Msdosdrv.txt"
24 //#define DATEINAME "hacker_siedlung.jpg"
25 //#define DATEINAME "hacker_siedlung.bmp"
26 #define DATEINAME "gesetz"
27

28 static struct {
29 unsigned char window[ROLLING_WINDOW];
30 uint32_t h1, h2, h3;
31 uint32_t n;
32 uint32_t foo;
33 uint32_t last;
34 uint32_t last2;
35 } roll_state;
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36

37 static struct {
38 uint32_t blockSize;
39 } addData;
40

41 void writeRHtoFile(unsigned char *str, int size);
42 void testFrequencyOfRH(unsigned char *str, int size);
43 void testTriggerPoints(unsigned char *str, int size);
44

45 inline uint32_t roll_hash(unsigned char c);
46 void write_file(uint32_t i);
47 void readFile(unsigned char **content, int *sizeOfContent);
48

49

50 int main(void) {
51 unsigned char *content;
52 int sizeOfContent = 0;
53

54 //initialize
55 addData.blockSize = 3;
56 readFile(&content, &sizeOfContent);
57 while (addData.blockSize * SPAMSUM_LENGTH < sizeOfContent) {
58 addData.blockSize = addData.blockSize * 2;
59 }
60

61 roll_state.h2 = 0x81A5C9F3;
62 roll_state.h3 = 0xa51fbc31;
63 printf("Dateiname: %s \n", DATEINAME);
64 //testFrequencyOfRH(content, sizeOfContent);
65 testTriggerPoints(content, sizeOfContent);
66 //writeRHtoFile(content, sizeOfContent);
67

68 printf("done");
69 return 0;
70 }
71

72 void writeRHtoFile(unsigned char *str, int size) {
73 int i;
74

75 remove(FILENAME);
76 for (i = 0; i < size; i++) {
77 write_file(roll_hash(str[i]));
78 }
79 }
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80

81

82 inline uint32_t roll_hash(unsigned char c) {
83

84 roll_state.h2 -= roll_state.h1;
85 roll_state.h2 += ROLLING_WINDOW * c;
86

87 roll_state.h1 += c;
88 roll_state.h1 -= roll_state.window[roll_state.n % ROLLING_WINDOW];
89

90 roll_state.window[roll_state.n % ROLLING_WINDOW] = c;
91 roll_state.n++;
92

93 roll_state.h3 = (roll_state.h3 << 5); //& 0xFFFFFFFF;
94 roll_state.h3 ^= c;
95

96 return roll_state.h1 + roll_state.h2 + roll_state.h3;
97 }
98

99 inline uint32_t roll_hash2(unsigned char c) {
100 //sum of window
101 roll_state.h1 += c;
102 roll_state.h1 -= roll_state.window[roll_state.n % ROLLING_WINDOW];
103

104 //add new and remove last character
105 roll_state.window[roll_state.n % ROLLING_WINDOW] = c;
106 roll_state.n++;
107

108 //shake it
109 roll_state.h2 = (roll_state.h2 >> 5) ^ (c << 24);
110 roll_state.h3 = (roll_state.h3 << 5) ^ c;
111

112 return roll_state.h3 ^ roll_state.h2 ^ (roll_state.h1 * 0x7ffffff);
113 }
114

115

116

117 void testFrequencyOfRH(unsigned char *str, int size) {
118 int i, j, n, y, x = 0;
119 uint32_t *hashValues;
120 int *distribution;
121 int *stringForHash;
122 int *duplicates;
123 int dupCount=0;
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124 int tmpCount = 0;
125 int rhValue, times2 = 0, times3 = 0, top = 0, equalOnes = 0;
126 int isDuplicate = 0;
127

128 hashValues = malloc(sizeof(int) * size);
129 distribution = malloc(sizeof(int) * size);
130 stringForHash = malloc(sizeof(char) * 50 * size);
131 duplicates = malloc(sizeof(char) * 50 * size);
132

133 for (i = 0; i < size; i++) {
134 rhValue = roll_hash(str[i]);
135

136 for (j = 0; j < tmpCount; j++) {
137 //if hash value already exists
138 if (hashValues[j] == rhValue) {
139

140 //maybe it’s cause of the same window
141 for (n = 0; n < 7; n++) {
142 //printf("%c == %c \n",stringForHash[n + j * 7], roll_state.window[(

roll_state.n + n) % 7]);
143 //for sameness, all characters needs to be the same
144 if (stringForHash[n + j * 7]
145 != roll_state.window[(roll_state.n + n) % 7]) {
146 break;
147 }
148 }
149

150 //check if all characters have been the same
151 if (n < 7) {
152 //check if is already a duplicate
153 isDuplicate = 0;
154 for(y=0;y<dupCount;y++){
155 for (n = 0; n < 7; n++) {
156 if (duplicates[n + y * 7]!= roll_state.window[(roll_state.n + n) % 7])

{
157 break;
158 }
159 }
160 if(n==7){
161 isDuplicate = 1;
162 break;
163 }
164 }
165 if(isDuplicate==1) {
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166 equalOnes++;
167 } else {
168 distribution[j]++;
169 //printf("%x \n", rhValue);
170 for(x=0;x<7;x++) {
171 duplicates[dupCount*7+x] = roll_state.window[(roll_state.n + x) % 7];
172 }
173 dupCount++;
174 }
175 break;
176 } else if (n == 7) {
177 equalOnes++;
178 break;
179 }
180 }
181 }
182 if (tmpCount == j) {
183 //copy Window
184 for (n = 0; n < 7; n++) {
185 stringForHash[n + tmpCount * 7]
186 = roll_state.window[(roll_state.n + n) % 7];
187 }
188

189 //copy int
190 hashValues[tmpCount] = rhValue;
191

192 //increase amount
193 distribution[tmpCount] = distribution[tmpCount] + 1;
194

195 tmpCount++;
196 }
197 }
198

199 //Ausgabe!!
200 rhValue = j = x = 0;
201 for (n = 0; n < tmpCount; n++) {
202 if (distribution[n] == 1) {
203 j++;
204 continue;
205 } else if (distribution[n] == 2) {
206 times2++;
207 } else {
208 times3++;
209 x += distribution[n];

ix



List of Appendices

210 }
211 if (distribution[n] > top) {
212 top = distribution[n];
213 }
214 rhValue++;//= distribution[n];
215 // printf("%.8x - ", hashValues[n]);
216 // printf("%i - ", distribution[n]);
217 // for (i = 0; i < 7; i++)
218 // printf("%c", stringForHash[i + n * 7 + (n % 7)]);
219 // printf("\n");
220 }
221 printf("1 time %i out of %i \n", j, size);
222 printf("equal ones / repetitions: %i, \n", equalOnes);
223 printf("2 times %i \n", times2);
224 printf("3 or more times %i - value: %i \n", times3, x);
225 printf("maximum: %i \n", top);
226 }
227

228 void testTriggerPoints(unsigned char *str, int size) {
229 int i, j;
230 double expectedValue = 0, sd;
231 double average = 0;
232 int rhValue;
233 int *bss;
234

235 bss = malloc(sizeof(int) * addData.blockSize);
236

237 for (i = 0; i < size; i++) {
238 rhValue = roll_hash(str[i]);
239 bss[rhValue % addData.blockSize]++;
240 }
241

242 int t1 =1, t2 = 1;
243 for (i = size; i >= 0; i--) {
244 for (j = addData.blockSize - 1; j >= 0; j--) {
245 if (bss[j] == i) {
246 t2++;
247 if(t2==addData.blockSize)
248 t1=1;
249 expectedValue += bss[j];
250 average += (double)bss[j]*bss[j]/size;
251 //printf("%i * %i / %i = ", bss[j], bss[j], size);
252 // if(t1==1) {
253 t1=0;
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254 printf("%i -> %i \n", j, bss[j]);
255 //}
256 }
257 }
258 }
259 expectedValue = expectedValue / addData.blockSize;
260

261 sd = 0;
262 for (i = 0; i < addData.blockSize; i++) {
263 sd += pow((bss[i] - expectedValue), 2);
264 }
265 sd = sd / (addData.blockSize - 1);
266 printf("Expected value: %f \n", expectedValue);
267 printf("Average: %f \n", average);
268 printf("Standard Deviation: %f \n", sqrt(sd));
269 }
270

271

272 void write_file(uint32_t i) {
273 FILE *file;
274 int t, size = 32;
275 unsigned char binary[size];
276

277 file = fopen(FILENAME, "a+"); /* apend file (add text to a file or create a file
if it does not exist.*/

278 t = 0;
279 do {
280 if ((i & 1) == 1)
281 binary[size - 1 - t] = ’1’;
282 else
283 binary[size - 1 - t] = ’0’;
284

285 i = i >> 1;
286 t++;
287 } while (t < size);
288 fwrite(binary, sizeof(binary[0]), sizeof(binary) / sizeof(binary[0]), file);
289 fprintf(file, "\n");
290

291 fclose(file); /*done!*/
292 }
293

294 void readFile(unsigned char **content, int *sizeOfContent) {
295 FILE *datei;
296 unsigned char *buffer;
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297 struct stat buf;
298

299 stat(DATEINAME, &buf);
300

301 buffer = (unsigned char *) malloc(sizeof(unsigned char) * buf.st_size);
302 datei = fopen(DATEINAME, "r");
303

304 fread(buffer, sizeof(unsigned char), buf.st_size, datei);
305

306 (*content) = buffer;
307 *sizeOfContent = buf.st_size;
308 }

Listing A.1: Class for Testing the Randomness

C.2. Generate Trigger Sequence for Block Size

This class produces windows which are trigger points and produce a specific signature
character.

1 /* Frank Breitinger 16.01.2011 */
2

3 #include <stdio.h>
4 #include <stdint.h>
5 #include <stdlib.h>
6 #include <string.h>
7 #include <math.h>
8 #include <time.h>
9

10 #include <sys/types.h>
11 #include <sys/stat.h>
12 #include <inttypes.h>
13

14

15 #define SIZE 1
16 #define MIN_BLOCKSIZE 3
17 #define ROLLING_WINDOW 7
18 #define SPAMSUM_LENGTH 64
19

20 #define HASH_PRIME 0x01000193
21 #define HASH_INIT 0x28021967
22

23
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24 static const char *b642 = " A?
CDEFGHIJKLMNOPQRSTUVWXYZabcdefghijklmnopqrstuvwxyz0123456789+/_";

25 static const char *b64 = "
ABCDEFGHIJKLMNOPQRSTUVWXYZabcdefghijklmnopqrstuvwxyz0123456789+/";

26

27 static int position = 0;
28 static int reset = 0;
29 static uint32_t sig = 0;
30

31 static struct {
32 unsigned char window[ROLLING_WINDOW];
33 uint32_t h1, h2, h3;
34 uint32_t n;
35 } roll_state;
36

37

38

39 inline uint32_t roll_hash(unsigned char *str, int sizeOfContent);
40 void printWindowForSignature(int bs, char signature[], int arraySize, char

shortOrLong);
41 void printShortWindowForSignature(int bs, char signature[], int arraySize);
42 void printWindowForBS(int bs, int amount);
43 void printWindow(char x[]);
44 void readFile(char *name, unsigned char **content, int *sizeOfContent);
45

46 static inline uint32_t sum_hash(unsigned char c, uint32_t h);
47

48 int main(int argc, char **argv) {
49 int size;
50 int flag = 0;
51

52 flag = strlen(argv[2]);
53

54 if(argc == 1 || (argc == 2 && ’h’ == (*argv[1]))){
55 printf("./program blocksize [amount|desired-signature] \n");
56 }else if(flag < 10) {
57 printWindowForBS(atoi(argv[1]), atoi(argv[2]));
58 }else if(argc == 3) {
59 size = atoi(argv[2]);
60 printWindowForSignature(atoi(argv[1]), argv[2], flag, ’s’);
61 }
62 //printf("done");
63 return 0;
64 }
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65

66

67 void printWindow(char x[]){
68 int i=0;
69 for(i=0; i<ROLLING_WINDOW; i++)
70 printf("%c", x[i]);
71 printf("\n");
72 }
73

74

75

76 void printWindowForBS(int bs, int amount){
77 int a,b,c,d,e,f,g;
78 char tmp[7];
79

80 for(a = 0; a < 64; a++){
81 tmp[0] = b64[a];
82 for(b = 0; b < 64; b++){
83 tmp[1] = b64[b];
84 for(c = 0; c < 64; c++){
85 tmp[2] = b64[c];
86 for(d = 0; d < 64; d++){
87 tmp[3] = b64[d];
88 for(e = 0; e < 64; e++){
89 tmp[4] = b64[e];
90 for(f = 0; f < 64; f++){
91 tmp[5] = b64[f];
92 for(g = 0; g < 64; g++){
93 tmp[6] = b64[g];
94

95 if((roll_hash(tmp, 7) % bs) == bs-1){
96 printf("%.7s", tmp, b64[sig%64]);
97 position++;
98 if(position >= amount)
99 return;

100 }
101 }
102 }
103 }
104 }
105 }
106 }
107 }
108 }
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109

110

111

112 void printWindowForSignature(int bs, char signature[], int arraySize, char
shortOrLong){

113 int a,b,c,d,e,f,g,x,z1,z2, count;
114 char foo;
115 char tmp[7], tmp2[7];
116 char theContent[arraySize*ROLLING_WINDOW];
117

118 int s,t, pos=0;
119 uint32_t hash;
120

121

122 //run through all possible windows with 7 for-loops
123 for(a = 0; a < 64; a++){
124 tmp[0] = b64[a];
125 for(b = 0; b < 64; b++){
126 tmp[1] = b64[b];
127 for(c = 0; c < 64; c++){
128 tmp[2] = b64[c];
129 for(d = 0; d < 64; d++){
130 tmp[3] = b64[d];
131 for(e = 0; e < 64; e++){
132 tmp[4] = b64[e];
133 for(f = 0; f < 64; f++){
134 tmp[5] = b64[f];
135 for(g = 0; g < 64; g++){
136 tmp[6] = b64[g];
137

138 //the window needs to hit the blocksize
139 if((roll_hash(tmp, 7) % bs) == bs-1){
140

141

142 //save window, cause maybe its fine
143 for(x=0; x<ROLLING_WINDOW; x++){
144 theContent[pos*ROLLING_WINDOW+x] = tmp[x];
145 }
146

147

148 //fetch current character of the signature
149 for(s = 0; s<64; s++) {
150 if(signature[pos]==b64[s]){
151 break;
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152 }
153 }
154

155

156 //generate the traditional hash for the window
157 hash = HASH_INIT;
158 for(t = 0; t<7; t++){
159 hash *= HASH_PRIME;
160 hash ^= tmp[t];
161 }
162

163 //if traditional hash != character from signature
164 if((hash % 64) != s)
165 continue;
166

167

168 //check if this window and the last one do not have
169 //another hit while crossover
170 count=0;
171 for(z1=1; z1<6; z1++){
172 for(z2=0; z2<7; z2++){
173 foo = theContent[(pos-1)*ROLLING_WINDOW+z1+z2];
174 tmp2[z2]=theContent[(pos-1)*ROLLING_WINDOW+z1+z2];
175 }
176 if((roll_hash(tmp2, 7) % bs) == bs-1){
177 count=1;
178 }
179 }
180

181

182 //there is a hit while crossover
183 //do something against it
184 if(count==1){
185 reset++;
186 if(reset > 10000){
187 reset = 0;
188 pos--;
189 }
190 continue;
191 }
192

193

194 //hash is fine. no other hit while crossover and
195 // hit original one
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196 if((hash % 64) == s) {
197 if(shortOrLong != ’s’)
198 printf("%c - %.7s \n", signature[pos], tmp);
199 pos++;
200 }
201

202

203 //terminate if all characters have been found
204 if(pos == arraySize){
205 //printf("%i - %s \n", pos, theContent);
206 for(x=0; x<arraySize; x++){
207 for(z1=0; z1<7; z1++){
208 printf("%c", theContent[z1+x*7]);
209 }
210 }
211 printf("\n");
212

213 return;
214 }
215 }
216

217 }
218 }
219 }
220 }
221 }
222 }
223 }
224 }
225

226

227

228

229 inline uint32_t roll_hash(unsigned char *str, int size) {
230 int i;
231

232 sig = HASH_INIT;
233

234 for(i = 0; i<size; i++) {
235

236 roll_state.h2 -= roll_state.h1;
237 roll_state.h2 += ROLLING_WINDOW * str[i];
238

239 roll_state.h1 += str[i];
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240 roll_state.h1 -= roll_state.window[roll_state.n % ROLLING_WINDOW];
241

242 roll_state.window[roll_state.n % ROLLING_WINDOW] = str[i];
243 roll_state.n++;
244

245 roll_state.h3 = (roll_state.h3 << 5); //& 0xFFFFFFFF;
246 roll_state.h3 ^= str[i];
247

248 sig=sum_hash(str[i], sig);
249 }
250

251 return roll_state.h1 + roll_state.h2 + roll_state.h3;
252

253 }
254

255 /* a simple non-rolling hash, based on the FNV hash */
256 static inline uint32_t sum_hash(unsigned char c, uint32_t h)
257 {
258 h *= HASH_PRIME;
259 h ^= c;
260 return h;
261 }
262

263 void readFile(char *name, unsigned char **content, int *sizeOfContent) {
264 FILE *datei;
265 unsigned char *buffer;
266 struct stat buf;
267

268 stat(name, &buf);
269

270 buffer = (unsigned char *) malloc(sizeof(unsigned char) * buf.st_size);
271 datei = fopen(name, "r");
272

273 fread(buffer, sizeof(unsigned char), buf.st_size, datei);
274

275 (*content) = buffer;
276 *sizeOfContent = buf.st_size;
277 }

Listing A.2: Class for Generating Trigger Sequences
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